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Abstract
Visualization algorithms are an integral part in various research fields, as they can
provide new insights into complex and high-dimensional data by describing it graphically. The importance of that class of algorithms grows steadily as the amount
of data being produced has been growing. At the same time, the computational
power of contemporary hardware has increased, allowing scientists without expert
knowledge of algorithms to analyze big amounts of data. A question that naturally
arises as a consequence is which type of algorithm should be selected in order to
generate a layout that will lead to new insights or highlight a feature in the best
way. To that end, we demonstrate a unification of various algorithms that allows
the presented methods to be expressed as a single effective parameter of the wellknown visualization algorithm t-sne. By changing the balance between attractive
and repulsive forces in the optimization routine, the behavior of algorithms can
be adapted such that the visual result coincides with a particular choice of a hyperparameter for t-sne. The work presented in this thesis helps in identifying the
different trade-offs of the methods and makes the benefits and disadvantages of the
different techniques explicit.
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Introduction
Visuals and images have a long tradition in human history and even predate the
written language. The visual cortex occupies the majority of the occipital lobe, one
of the major regions inside of the human brain, thus making visual perception an
integral part for cognition. While the process of reading is highly optimized, for
some application domains a visualization can more efficiently summarize complex
information and present it succinctly.
Traditionally, images have been crafted by hand. Dating back to ancient times,
cartography was the first realization of conveying information via spatial indexing.
For the longest time, communicating geographical or political information was
paramount, but in the industrial age, the information to be modeled started becoming more abstract. One of the first examples is a map modeling deaths caused
by a cholera infection by Snow (1855). By modeling deaths spatially, he was able to
correctly identify the cause of a cholera outbreak, as the geographic location of a
water pump was heavily correlated with the location of deaths by the disease, as can
be see in Figure 1.1.
Another example is the work carried out by Booth (1903). He was a social
reformer who orchestrated extensive surveys between 1886–1903 in London, which
helped identify poor communities. The published results, in turn, lead to social
reforms that provided free lunch for pupils from poor families and introduced
pensions for London’s elderly residents. Albeit on a small scale, those two examples
demonstrate that analyzing information and presenting it visually can have a beneficial impact on people’s lives – and when properly applied even save lives. The

1

Figure 1.1: Crop of the map by Snow (1855),
lithographed by Charles Cheffins. It shows
the water pump on Broad Street as a viable
source for the cholera outbreak, unlike the
other pump in the upper left. Image is in
the public domain.
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visual presentation is usually a central part as it can help drawing a conclusion more
intuitively and make the claims more accessible.
While concepts of death or monetary income are concrete values that are present
in everyday life, the information displayed is getting more and more abstract over
time. Moreover, the correspondence of information to a physical location, for
instance the address where someone lives, is being weakened over time. This occurs
mostly because the research fields are getting more and more specialized. In recent
years, the amount of data that has been collected, as well as its inherent complexity,
has increased. Since the analysis of vast amounts of data becomes evermore complicated, researchers turn to visualization techniques as a form of an explorative
analysis tool. The intuition that can be conveyed by a single visualization can be
of great help and the importance of it has been increasing steadily over the years.
While a simple increase in the amount of data can cause computational issues, the increased complexity and dimensionality of the data lead to more complex problems.
As the traditional three-dimensional space cannot account for more than three
factors without information loss, more complex data is accompanied by its own set
of trade-offs. For a low number of additional dimensions, it can be sensible to create
multiple visualizations and compare them side by side, but this becomes infeasible
as the number of dimensions grows. To get around this problem, algorithms have
been devised that reduce the number of dimensions from many to only a few, such
as two or three. The results can then be interpreted or further processed by an
expert. This family of algorithms is called dimensionality reduction algorithms.
Definition 1 A dimensionality reduction algorithm performs a mapping from a
high-dimensional space to a low-dimensional space, Rn×d 7→ Rn×s .
One of the classic representatives of this family is principal component analysis
(pca) (Pearson, 1901), which reduces the number of dimensions by maximizing the
sample variance of the data. The inherent assumption for pca is that the variance
is the most informative feature of the given data and should thus be retained; dimensions with low variance will be lost during the application of the algorithm. A
constraint will be present in every dimensionality reduction algorithm has to fulfill
since a perfect preservation is not possible when trying to compress information
from many dimensions to few. Fortunately, it is usually the case that some redundancy is present in the original space which means that the algorithm instead can
model the intrinsic dimensionality, which generates the full data.

1. Even a meta analysis has been done, where
neuroscientists themselves were analyzed
with respect to their field of study in order to find overlaps in different subfields
(Carandini, 2019).

Modern applications of dimensionality reduction usually come in the form of
visualizations, although clustering problems are also sometimes considered (von
Luxburg et al., 2008; Mercado et al., 2019). One of the most important application
domains is the general field of single-cell analysis, where vast amounts of complicated
data need to be visualized in order to be further analyzed. Organogenesis (Cao
et al., 2019; Wagner et al., 2018), mass cytometry (Amir et al., 2013; van Unen et al.,
2017), neuroscience (Kanton et al., 2019; Sharma et al., 2020),1 along with in general
single-cell transcriptomic analysis (Becht et al., 2019; Cao et al., 2019; Eshghi et al.,
2019; Packer et al., 2019; Tusi et al., 2018; Wagner et al., 2018; Weinreb et al., 2020,
2018), are all important application domains under the single-cell analysis umbrella
term. Further domains where visualization techniques are used include biomedical
imaging (Li et al., 2018; Pezotti, 2019), sociology (Lin et al., 2018), cultural analysis
(Schmidt, 2018), screening studies (Lu et al., 2017), or genetics (Diaz-Papkovich
et al., 2019; Li et al., 2017). The search for new application domains quickly yields
2

new ideas, and especially in the biological domains many questions arise that require
potent visualization methods (Aerts et al., 2018). Financial applications like fraud
detection or the newly emerging field of visual journalism come to mind as future
application domains that could benefit from advanced dimensionality reduction
and visualization techniques. There are many more possibilities for application,
too numerous to provide an exhaustive list; some more applications are listed in
van der Maaten et al. (2009, p. 1). Due to the increase of complexity in the data
that is being gathered, high-dimensional visualization techniques are expected to
become more important in the future.
Surprisingly, and perhaps due to the abundance of application domains for
visual algorithms, hardly any studies about the properties of more recent visualization algorithms have been conducted. This thesis aims to rectify that and present a
comparative study of multiple algorithms that have been developed for visualizing
high-dimensional data. We restrict the main focus on a few algorithms that are in
active use and are being applied by non-experts:
• t-Distributed Stochastic Neighborhood Embedding (t-sne) from van der Maaten
and Hinton (2008)
• Uniform Manifold Approximation and Projection (umap) from McInnes et al.
(2018)
• ForceAtlas2 (fa2) from Jacomy et al. (2014)
• Laplacian Eigenmaps (le) from Belkin and Niyogi (2002)
The lattermost candidate is not necessarily in active use, but does have good statistical guarantees (von Luxburg et al., 2008) and can be seen as a special case of t-sne
when letting one parameter tend to infinity (Linderman and Steinerberger, 2019
and Figure 5.1 on page 36).
One of the most common approaches for dimensionality reduction is to preserve a select feature of the original data. For pca, this is variance, but usually, an
algorithm tries to preserve the distance between pairs of data points, as the concept
of distance translates well between a differing number of dimensions. Computing
the pairwise distances gives rise to a graph structure, as the resulting distance matrix
can be interpreted as an adjacency matrix. Fundamentally, the algorithms that will
be introduced later can be seen as graph layout algorithms with an additional preprocessing step. How the preprocessing step looks and what has to be considered
will be discussed in § 2, but for now, let us consider a small example.
A two-dimensional hypercube lives in R2 and is called a square. The set of all
points this square consists of would be {(0, 0), (0, 1), (1, 0), (1, 1)}. If we compute
the pairwise distances for all points, we would get the following distance matrix:


0
1 √1
 1
2
√0
A=
 1
2
0
√
2 1
1

√ 
2
1 
.
1 
0

Limiting every point to √
only connect to it two closest neighbors will yield an
adjacency matrix that has all 2 entries set to 0 instead. This adjacency matrix can
be used in a graph layout algorithm and would produce something like Figure 1.2.
While the example is almost trivial as the transformation resulted in the identity
mapping,2 the same procedure is applied to more complex data, which leads to
3

Figure 1.2: A drawing of a square.
2. Since we map from R2 7→ R2 there is no
constraint for the algorithm.

Figure 1.3: Two drawings of a four
dimensional hypercube, a 4-regular graph
with 16 nodes.

(a) A graph tesseract, drawn manually.

O(n2 )
O(n log n)
O(n)

t

1014

107

100
101

104
n

Figure 1.4: Some function representatives
for their respective complexity class. Note
the logarithmic scales.

107

(b) Reproduction of Figure 48 in Fruchterman
and Reingold (1991).

more intricate layouts. Another challenge is that there is no unique optimal layout
for arbitrary data and as such, it is ambiguous with respect to what the “best”
layout is. Another small, but less trivial example can be seen in Figure 1.3. It
shows two layouts of a four-dimensional hypercube that are produced by taking
the four closest neighbors of a point, forming a graph, and drawing it. While
Figure 1.3(a) has been drawn manually, Figure 1.3(b) was drawn automatically with
the Fruchterman–Reingold (fr) graph layout algorithm (Fruchterman and Reingold, 1991), optimized for 50 iterations.
While it can be argued that one figure represents a tesseract better than the
other, it should be noted that creating layouts by hand becomes infeasible quickly
and a regular structure like a hypercube is not always present in the underlying data.
In 1991 usual dataset sizes were easily countable (cf. Figure 1.3(b)) – this is no longer
the case with millions of datapoints being visualized, as done in Schmidt (2018) and
recently even breaking into the billions (Kratochvíl et al., 2020).
As the amount of data increases, so does the importance of performance. Where
algorithms used to run with quadratic time constraints, it now is almost a strict
requirement that algorithms are able to run in O(n log n) or even linear time. Figure 1.4 exemplifies how the time differs between the three different algorithm classes.
Both O(n log n) (
) and O(n) (
) grow at similar speeds, but O(n2 ) (
)
7
takes almost one million times longer when processing n = 10 data points. Of
course, in practice, algorithms with a O(n2 ) complexity benefit from less overhead
so the factor will not be as large, but in the limit of n growing indefinitely, it will
become prohibitively expensive to use such algorithms. Fortunately, this requirement can be fulfilled for most algorithms through clever optimization techniques,
as an approximation usually suffices for a visual layout and calculating the exact
gradient is not necessary (Artemenkov and Panov, 2020; Linderman et al., 2019;
van der Maaten, 2014).
In order to carry out the comparative study, the algorithms will be formally
introduced, along with the prerequisites in the following part. An overview of
related work will follow that will shed light on similar techniques and disclose why
they are not considered for further study. Afterwards, we will highlight the main
contribution that casts the main algorithms in form of balancing attractive and
repulsive forces and detail how the spectrum – that is being spanned by tuning
the force equilibrium – looks like. The eventual conclusion will discuss the key
contributions and avenues for further work as well as open questions. In the end, we
hope to make the trade-offs that are inherent for all chosen algorithms explicit and
give guidelines for when to choose one over the other, depending on the context.
4

PART I
NEIGHBORHOOD
EMBEDDINGS

Neighborhood graphs
The first step to creating a visualization is to process the data from the ambient
space into a graph structure, this is done by calculating the pairwise distances and
forming a graph by connecting a node to all its neighbors for every point in the
dataset. This mandates that a concept of a local neighborhood exists that can be
calculated for every point.
Neighborhood Embeddings (nes) are a family of algorithms that combine the
features of a distance-based approach with the concept of a neighborhood. The
term ne has been used previously by Yang et al. (2013), but we will formulate a more
general definition.

2

Definition 2 Distance-based dimensionality reduction is a mapping from a highdimensional space to a low-dimensional space f ◦ g : Rn×d → Rn×s , with
f : Rn×d → Rn×n creating a pairwise distance matrix, g : Rn×n → Rn×s
operating on that matrix. In order to reduce the dimensionality d > s, although
usually d  s.
Definition 3 A Neighborhood Embedding is a special case of Deﬁnition 2, where f
emits a sparse matrix, i. e. the distance to most neighbors is ∞.
While the definition assumes the input space of the datapoints to be Rd , this is not
a general restriction of the algorithms. They only require a metric space R where
a distance function can be defined d : R → R so that a pairwise distance matrix
can be computed from it. For notational simplicity we will assume that the original
input space is Rd instead of R.
By restricting the distance matrix, the computation is more efficient, because
the amount of pairwise distances that need to be considered is in the order of O(n)
instead of O(n2 ). Another point is that it can help uncovering the underlying
manifold that the data points lie on. The algorithms presented in § 3 are all instances
that attempt to learn a manifold structure by optimizing over the given samples of
a dataset. The field of manifold learning is concerned with finding the underlying
geometrical structure of the object that is generated by the samples in a dataset. By
visualizing a dataset, a display of such a manifold is shown. Different techniques
stress different properties of the manifold, where we want to highlight the trade-offs
that are inherent in the different methods.
Tuning the sparsity of the matrix is done via a hyperparameter which depends
on the data at hand. This makes the theoretical analysis of a sensible value difficult.
Empirically, there are some values that “seem to work”, which have been used for
this work.1 The choice of the neighborhood size as well as the graph construction algorithm influence the visualization. The effect of these parameters will be discussed
in § 5.2.
7

1. For knn graphs usually k = 15 and the
perplexity is often set to 30. Those suggestions are not based on theoretical considerations.

After creating the sparse distance matrix, interpreting it as an adjacency matrix
gives rise to a graph structure, which can be further processed by g (from Definition 3). Graphs are a common data structure for visualization tasks as they are able
to model a plethora of relationships and are able to be efficiently encoded. Small
examples of visualized graphs have already been shown in Figure 1.2 and 1.3 on
page 4. Suitable properties led to a number of scientific papers that are devoted to
the visualization of a graph structure (Davidson and Harel, 1996; Fruchterman and
Reingold, 1991; Jacomy et al., 2014; Kamada and Kawai, 1989; Noack, 2009).
Definition 4 A graph G = (V, E) is a pair that consists of a set of vertices or nodes,
V and a set of edges E ⊆ V × V that connects vertices to each other.

2. E ⊆ {0, 1}n×n

While graphs are by default directed, we only consider undirected graphs for visualization. For an undirected graph, when an edge connects a vertex v1 to another one
v2 , an edge into the opposite direction must exist, i. e. from v2 to v1 . Looking at
the matrix created by the set of edges E, it means that E must be symmetric. When
the neighborhood graph construction method does not create a symmetric graph,
we postprocess it with a symmetrization step. For binary graphs2 this means that
the logical or (∨) is applied for all 1 6 i, j 6 n:
Aij = Aij ∨ Aji = Aji .
Other schemes for creating a symmetric matrix or undirected graph from matrices
involving affinities exist. They will be mentioned after the graph construction has
been described.

Figure 2.1: Sample data, consisting of
40 data points. Half of the points were
sampled from a normal distribution with
1
σ = 10
, the other half are linearly spaced
on a dampened helix which converges to
the mean of the normal distribution.

Figure 2.1 is an example of synthesized data that will be used to show some of the
properties of the different neighborhood graph construction approaches.

2.1

k-nearest neighborhood

The k-Nearest Neighborhood (knn) graph connects every point in a dataset with
its k closest neighbors (Cover and Hart, 1967; Eppstein et al., 1997; Fix and Hodges,
1951). Due to its simplicity, it’s a common approach which is also used for classification and regression tasks (Altman, 1992; Hastie et al., 2009, § 2.3). The idea behind
a knn graph is that the closest neighbors encode much of the information that is
present in any given node inside of the neighborhood. While this makes a knn classification algorithm as simple as averaging over the node labels in the neighborhood,
the encoded relationships are also of interest for creating an embedding.
A naive algorithm for calculating the knn graph is computing the distance matrix and only keeping the k smallest values per row. This has been done informally
for the example in § 1 on page 3, where a two-dimensional square was constructed.
For an algorithm suitable for large-scale data, refer to § 2.4.
Figure 2.1 shows a small example with two differing values of k ∈ {1, 2} and
how this affects the recovery of the helix manifold. While in Figure 2.2(a) the knn
algorithm is able to trace the helix well from the outermost point, towards the
center the points sampled from the normal distribution (as described in Figure 2.1)
start to interfere. They fragment the relationship and prevent the formation of a
single connected component but instead the points are partitioned into multiple.
This can be an issue for visualization as the components don’t interact with each
other and could be placed arbitrarily in a layout.
8

a
Figure 2.2: knn graphs.

b
(a) k = 1

(b) k = 2

To prevent this from happening, the number of neighbors that are considered
can be increased, which is displayed in Figure 2.2(b). On the one hand, now there
is only one connected component, but on the other, a different issue surfaces. The
helix cannot be fully recovered anymore. For example, the nodes a and b connect to
points that are not adjacent on the path of the manifold. This can cause problems
when further processing the graph structure that was produced.
The example is rather small and for real datasets both the number of points
in the set and the number of neighbors k is higher. Nevertheless, the problem of
choosing a suitable k for the data at hand persists.

9

test error
train error
0.3
Error

Hastie, Tibshirani, and Friedman (2009, § 2.3) give some empirical guidance for
choosing the critical value k, where they consider a binary classification problem.
They measure the degrees of freedom, here defined as the ratio between the data
points and the number of neighbors n/k, and plot it against the training and
test error. The result shows a divergence between training and test error as the
degrees of freedom increase (k → 1), displaying the well-known bias-variance
trade-off (Hastie et al., 2009, § 2.9). Figure 2.3 Shows a similar experiment, where
the same characteristics are being displayed. For small k, the training error is small,
in the case of k = 1 the training error is zero, as the knn graph perfectly fits
the training data. When looking at the test data, it becomes apparent that the
method did overfit to the training data and was not able to generalize, hence the
high test error. When k increases, the two error curves start to agree more and more.
By increasing the amount of neighbors for a classification problem, the classifier
smoothes out the decision boundary, thus acting as a regularizer. As can be seen in
Figure 2.3, when k = 15 the training and test error are starting to agree more. The
concept of training and test set, or the splitting of a dataset, does not translate that
well to visualization tasks, where the full dataset is visualized instead of only parts
of it. As such, overfitting in that sense does not have to be penalized as heavily and
choosing a smaller neighborhood size k is not as problematic as it is in a classification
setting.
For the task of visualization, the existence of labels for formulating a classification problem do not always exist. Performing cross validation, in order to find
out whether the degree of freedom is suitable for the data at hand, is in general not
possible for this problem domain due to the possible lack of labels. Additionally,
as the entire dataset is visualized, even splitting up the dataset would change the
density of the points. Determining an optimal value of k for the split of the dataset
does not have to translate into an optimal value of k for the full set of points.
There is more literature on how to choose an optimal k for a knn graph (Hall
et al., 2008). Assuming that the data is either distributed binomially or according to
a Poisson distribution, they can calculate a k that can model the data. But this does
not generalize to arbitrary data, which would be necessary for a general-purpose

0.25
0.2
0.15

k = 15

0.1
100

101
k

102

Figure 2.3: The training and test error
for a binary classification problem. The
data was simulated by drawing
ten clus
ter means from N (1, 0)T , I for one class
and another ten for the other class from
N (0, 1)T , I . Those were designated as
the cluster means and a Gaussian mixture
was created from the means with samples
being drawn from N(µk , I/5) with every
µk selecting a cluster mean with equal probability. Training set consists of 500 samples
with 250 per class and a test set of 10 000
data points.

Figure 2.4: knn graphs for the Swiss roll
dataset.

(a) k = 5

(b) k = 15

visualization algorithm.
Hence, a rule of thumb has to be used for choosing k. Fortunately, when
choosing k = 15, most datasets can be modeled reasonably well, but there are no
theoretical guarantees that this will be able to recover an arbitrary manifold.
There exists some literature for constructing an optimal knn graph under
certain conditions (Dasgupta and Kpotufe, 2014; Maier et al., 2009). Unfortunately,
for real world data the properties cannot always be easily verified. As such, for the
scope of this work we used “the default”.
As an example, a two-dimensional variant of the Swiss roll dataset (Marsland,
2014, § 6) with 150 data points is shown in Figure 2.4 for two values of k ∈ {5, 15}.
Since the density does decrease towards the outer end of the roll, there are some
edges that connect to the inner loop. Despite this, the vast majority of the edges
does connect neighboring points that lie on the manifold.

2.2

perplexity

A perplexity-based nearest neighbor graph is a more recent addition to neighborhood graphs and were introduced by Hinton and Roweis (2002) for visualization
with Stochastic Neighborhood Embedding (sne). It was subsequently adopted by
t-sne (van der Maaten and Hinton, 2008) and is thus one of the most important
preprocessing steps to recover a graph structure. The intuition behind it is that
the perplexity parameter functions as a smooth measure for the number of nearest
neighbors.
The perplexity-based Nearest Neighborhood (pnn) encodes the conditional
probability that a pair of points would choose one point as its neighbor, given the
other. Instead of using the distances as is, they are first transformed into affinities.
Affinities are an indicator for similarity, they can be though of as an inverse of the
distance, as they will be large if two points are close in space and low when they are
dissimilar and far apart. The affinities are modeled with a Gaussian density that
is adapted for each data point individually so that different data densities can be
accounted for. The computation is defined as

vj|i = exp −||xj − xi ||2 /2σ2i ,

vi|i = 0 .

(2.1)

In order to determine σi , the affinities need to be transformed into probabilities,
which is done by normalizing over all possible values of the given conditional
distribution:
vj|i
p(j|i) = P
.
(2.2)
k6=i vk|i
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Choosing σi depends on the density around the given datapoint i. The standard
deviation has to be adapted to be equal, or close to, a user-specified perplexity
P(i) = 2H(p(·|i)) ,

(2.3)

where P(i) is a hyperparameter (equal for all i) and H(·) is the Shannon entropy
(Shannon, 1948, page 11), defined as
X

H p(·) = −
p(i) log2 p(i) .
i : p(i)>0

The Shannon entropy measures the amount of uncertainty for a random variable
in bits. For this case a discrete variable is used: the neighborhood probability of a
point, given point i (cf. Equation 2.3), informally induced by p(·).
Since the formula for perplexity, as defined in Equation 2.3, simply takes the
exponent of the entropy, it is tightly coupled to the entropy. The choice to match
a given perplexity P instead of the entropy could be due to numerical robustness.
The concept has been introduced in Hinton and Roweis (2002), albeit without
giving it a name.
Consider a small example, illustrated in Figure 2.5. It shows five points that are
placed in R1 , spaced linearly. The advantage of this arrangement is that the position
corresponds to the unsquared Euclidean distance. But if a higher-dimensional space
was used, the process of calculating the distance would place all points on the
number line as well. The objective is to find a suitable σ parametrizing a Gaussian
for the leftmost point. The distribution is centered on the point itself and some
density plots are shown on the y-axis.
We need to calculate the perplexity in order to determine how to choose the σ
for the leftmost point. Suppose that the perplexity that should be matched is set
to 1. As a first guess, we can choose σ = 1. Table 2.1 summarizes some values that
constitute most of the calculation. The column j lists the distance to the point in
question. The next column calculates the numerator from Equation 2.2, which
we can simplify a bit due to the fact that σ = 1. It can already be seen that the
only real dominant connection will be j = 1. Normalizing the values results in
the rightmost column where it can be seen that the probability mass concentrates
around the first point, agreeing well with σ = 1 (
) in Figure 2.5, where hardly
any mass is distributed to points 3 and4.
Continuing, the entropy H p(·|i) needs to be calculated, which can be done
with the help of the last column and the definition above, resulting in approximately
0.79136, which in turn means that the entropy is 20.79136 ≈ 1.7307. As such, the
value for σ needs to be further decreased, meaning that more emphasis will be placed
on j = 1 and probability mass will be taken away from the others. The strategy of
choice for finding a suitable value is binary search,3 meaning the value will be halved,
resulting in σ2 = 1/2, visualized as a
line. Should this value be too small, the
middle between 1 and 1/2 will be taken, resulting in 3/4. This can be repeated
until the calculated value for the entropy is close enough to the given one. For the
example at hand, the perplexity for σ2 = 1/4 is approximately 1.0174, which is
still too large. Halving the variance again, results in σ2 = 1/8 and a perplexity of
1.00008. This value is accurate enough for our purposes and does not need to be
further refined – otherwise, we would continue with σ2 = 1/16. The resulting
line
shows that virtually no mass is distributed to all but the first neighbor. In
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Figure 2.5: Example of the perplexity Gaussian bandwidth.
Table 2.1: Values for σ = 1 (
ure 2.5. d = j2 /2.

) in Fig-

j

e−d

p(j|i)

1
2
3
4

6.07 · 10−1
1.35 · 10−1
1.11 · 10−2
3.35 · 10−4

0.8051
0.1797
0.0147
0.0004

3. This was suggested by Hinton and
Roweis (2002). Whether the search is performed over the standard deviation or variance is irrelevant. For simplicity of the example, σ is used.

a
Figure 2.6: Nearest neighbor graphs based
on perplexity. Only values larger than
10−5 are shown.
(a) P = 1

4. Pi,j =

T
Pi|j + Pi|j

2

in matrix notation.

(b) P = 2

contemporary implementations like Poličar et al. (2019, file _tsne.pyx, line 33)
the tolerance is set to 10−8 .
Due to σi in Equation 2.2 the relationship is not symmetric, hence the postprocessing step mentioned earlier4 symmetrizes the given conditional probability
matrix into a joint probability matrix
p(i, j) = p(j, i) =

p(j|i) + p(i|j)
.
2

(2.4)

Considering the fact that the pnn is weighted, we can turn to Figure 2.6. It shows
that the “smooth” notion of a neighborhood does in fact help and the graph in
Figure 2.6(a) is better connected than the one in Figure 2.2(a). While there is still
one separate component, the two points are negligible, taking into account that
they form a small separate island and look like outliers sampled from the Gaussian
distribution.
The picture looks different for P = 2 in Figure 2.6(b). Where previously the
distribution of mass worked quite well for finding the closest neighbor, now it is
hard to select only one more. Looking once more at node a, the closest neighbor
is unique and easy to identify, which can also be easily separated by a Gaussian, as
indicated by the solid gray circle. When the mass has to be redistributed to the two
next closest neighbors, issues with this approach become visible. As the standard
deviation increases, the Gaussian becomes wider and the decay of its mass less
steep. This means that all close neighbors get essentially the same probability mass
allocated to them, which means that edges are also connecting to the neighboring
points which are close to the dashed line.
When the number of dimensions increase, this problem becomes more pronounced, as the volume of a ball with fixed radius increases with the dimensions,
making it harder to separate points. This is one of the reasons why most implementations (Linderman et al., 2019; Poličar et al., 2019) choose to limit the number of
neighbors considered to 3P and construct a knn first (van der Maaten, 2014). By
only considering a subset of neighbors, it reduces computation time and prevents
the probability mass from being spread “too thin.”
Considering the differences in approaches between the perplexity-based neighborhood graph and the knn graph, it is surprising that they are producing rather
similar layouts when
2p ≈ k .
(2.5)
Samworth (2012, page 3) writes that “there is a natural correspondence between any
unweighted k-nearest neighbor classifier and one of optimally weighted form[.]”
This would have potential to reduce the complexity of using a perplexity-based
graph as the number of required edges could be reduced, if the analogy in Equation 2.5 could be shown.
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Figure 2.7: k-simplices for the values
k ∈ {0, 1, 2}.
(a) 0-simplex

2.3

(b) 1-simplex

(c) 2-simplex

umap-nn

The approach for building a graph in umap has a different theoretic foundation
than the previously defined approaches. It is formulated in terms of fuzzy set logic,
defining set membership in terms of probabilities, which means that a set has a
corresponding probability measure, which denotes the likelihood that the given
element is a member. Mathematically this means that
µA (a ∈ A) = p ,
where p denotes the probability of membership in the set A. The sets that are
constructed during the graph building process are sets are simplices, which functions as an extension to the nearest neighbors concept, as the neighborhood is now
defined as membership in a simplex. While the simplices can have an arbitrarily high
dimension, the increased dimension comes with a prohibitively high computational
burden due to the combinatorial possibilities exploding. As such, for the implementation, only one-dimensional simplices are considered, which correspond to two
points in an ambient space, connected with a single edge (cf. Figure 2.7(b)), giving
rise to an n × n adjacency matrix. In terms of graphs, a simplex can be expressed as
a clique of k + 1 nodes, see Figure 2.7. In this context, a clique means that every
node will have an edge to every other node. Intuitively, by considering a larger
subset of points for determining the overall connectivity of the manifold helps in
refining a more complicated graph structure. Currently, the computation with
high-dimensional simplices remains prohibitively expensive, hence this approach
materializes differently in practice.
Computationally, the construction is the same as for the pnn, except for two
details. Firstly, it defines the affinities vj|i slightly different from Equation 2.1 and

instead introduces another parameter ρi = min dij | 1 6 j 6 n , which
denotes the minimal distance between a point i and all other points in the dataset.5
With this definition, the affinities become

vj|i = exp − max(0, dij − ρi )/σi , vi|i = 0 .
(2.6)
In essence, they allow the closest point to have more probability mass, such that
the binary search will have an easier time adjusting the Gaussian bandwidth in case
that a point is far away from neighboring points.
The other notable difference is the symmetrization scheme. Instead of taking
the mean, similar to how it is carried out for the pnn, the umap-nn computes the
“fuzzy set union”, defined as
vij = vji = vj|i + vi|j − vj|i · vi|j .
In matrix form this amounts to
V = Vf + VfT − Vf ◦ VfT ,
where Vf denotes the fuzzy set affinities prior to normalization and the operator ◦
is the Hadamard product. The effect and difference of this approach to the other
ones described in this chapter will be discussed in § 5.2.
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5. The effective neighborhood is limited in
the same way as it is for the pnn.

2.4

6. Arya et al. (1994) ensure that the returned
point will be off at most by a factor of 1 +
 from the true nearest neighbor, where
 is picked by the user and influences the
runtime.

computational considerations

Both presented approaches transform a dataset from an ambient space into a sparse
matrix, as per Definition 3. Not only is this computationally more efficient but also
a requirement as nowadays datasets grow too large to be able to feasibly compute
and store a full distance matrix in memory, which would have O(n2 ) entries. This,
in turn, makes the naive approach for calculating the k-Nearest Neighborhood
intractable and since the perplexity-based Nearest Neighborhood is based upon
this approach, it follows suit.
There are two solutions that aim to rectify the situation. One introduces more
efficient data structures (Bentley, 1975; Omohundro, 1989) to query for nearest
neighbors. The other approach is to relax the definition of a neighbor and try to
approximate a neighborhood. The latter is the method of choice in most modern applications due to the ease of querying and good performance guarantees.6
The field of finding approximate nearest neighbors (anns) is an active field of research with many different approaches and algorithms published (Arya et al., 1994;
Aumüller et al., 2020; Bernhardsson, 2013; Boytsov et al., 2016; Dong et al., 2011;
Johnson et al., 2017; Malkov et al., 2014).
Performance degradation of the former are mostly occurring when the number
of dimensions increase into the hundreds. This is one of the major obstacles for
nearest neighbor search as noted in Arya et al. (1994, page 3) and the approximate
nearest neighbor strategies aim to rectify that. Three approaches for this problem
will be briefly discussed:
• tree-based,
• representation-based, and
• approximate recursion.
Tree-based Approaches like Annoy use random trees in order to partition the
ambient space that the points lie in. A random tree is a binary tree where hyperplanes
are recursively constructed by choosing a pair of points from the (sub)set randomly.
Membership can be tested efficiently by computing
a · x > b,

(2.7)

where a and b are the coefficients of the hyperplane and x is the vector whose
neighbors are going to be searched for. This will be applied for every hyperplane
that has been created and will recurse until a small enough subregion can be formed
that can be searched through by brute force. By using multiple random trees, thus
forming a random forest, issues like points positioned close to a decision boundary,
can be alleviated.
Representation-based Because the increasing number of dimensions is the major
reason for degrading performance, finding a more compact representation can help
significantly in restoring the performance requirements. Usually classic approaches
like pca are used, which can retain much of the information when the number
of dimensions is not too small. Otherwise for big datasets, random projections
can be a good choice (Johnson and Lindenstrauss, 1984). The projection will still
retain much of the inherent structure as the Johnson–Lindenstrauss lemma guarantees that mapping a set of n points from a Euclidean space into an O(log n/2 )14

dimensional Euclidean space will not change the distance between any pair of points
by more than a factor of 1 ±  (Dasgupta and Gupta, 1999).
In general, reducing the dimensionality of the data prior to searching for the nearest
neighbors can help by not only decreasing the computational burden, but also
function as a smoother that will remove some noise from the input data. In practice,
a mixture of the approaches are used, i. e. the dimensionality is first reduced to a
reasonable number, say fifty, and then an ann approach is used. After creating the
neighborhood graph, the graph structure can be visualized in s dimensions as per
Definition 3. Approaches for this will be discussed in § 3.
Recursion For general metrics, another approach emerged (Dong et al., 2011). It
works for any metric and works by recursion. Each point v has a neighborhood
N(v) assigned to it, which will initially be much larger than k, when finding k
neighbors. By only restricting the search to second-order neighbors, the neighbors
of all neighbors v 0 ∈ N(v), the algorithm can recurse into the neighborhoods
and only search within a small subset compared to the entire dataset. This will
recursively refine the neighborhood, until only the closest k neighbors are left or
the neighborhood size is small enough to employ a brute force search. Of course
bookkeeping has to be accounted for in order to not iterate over the same points
repeatedly. This cost will quickly rise and can also be a reason to abort recursion
and search the remaining space via brute force.
The recursion-based approach has been used for finding the nearest neighbors for
umap, which uses an implementation of Dong et al. (2011), called pynndescent.7
For Annoy, used by both knn and pnn in the experiments, the tree-based approach
was used, which works well for the data considered for the work presented here.
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7. Written by the same author as McInnes
et al. (2018), available at https://github.
com/lmcinnes/pynndescent.

Embedding Methods
After creating a graph through calculating the adjacency matrix, as described previously in § 2, it is further processed. This will lead to the final embedding in just a few
dimensions, suitable for presentation. Over the last couple years a few algorithms
have been developed for this task, which will be introduced next.
Each section will show the mathematical framework of the techniques, one
part of that being the affinities and repulsive forces. While they are only plotted
here for the one dimensional case, it should be noted that they are radial basis
functions. Furthermore, a sample visualization of the Modified National Institute
of Standards and Technology (mnist) dataset will be shown. It is a well-known
dataset for various machine learning tasks. Here we use it for visualization, that
is, each datapoint – which corresponds to the image of a handwritten digit – gets
mapped to a position in a two-dimensional space. Refer to § 5.1 for more details on
the dataset.

3.1

3

t-distributed stochastic neighborhood
embedding

The algorithm t-Distributed Stochastic Neighborhood Embedding (t-sne) is one of
the most relevant algorithms for visualizing high-dimensional data. It was published
by van der Maaten and Hinton (2008) as an extension of the approach by Hinton
and Roweis (2002). As already described in § 2.2, it begins by constructing a matrix
of neighborhood probabilities {p(i, j)}n
i=j=1 , resulting in a matrix P. The objective
for t-sne is to preserve the probabilities in the low-dimensional representation.
For sne, the low-dimensional neighborhood probabilities are defined analogous to the high-dimensional probabilities in Equation 2.2. Letting dij = ||yj −yi ||
will give the following neighborhood probability:


exp −d2ij
.
qsne (i, j) = qsne (j, i) = P
2
k,l exp −dkl
√
But here σi = 1/ 2 for all i such that the denominator vanishes. Intuitively, this
means that all neighborhoods will have the same amount of visual space allocated.
The added advantage of fixing the variance for all q(i, j) is that the resulting matrix
Q = {q(i, j)}n
i=j=1 will be symmetric by construction.
One issue that was identified by van der Maaten and Hinton (2008, § 3.2f.) was
that due to the exponential decay of probability mass in a Gaussian distribution,
points tend to crowd together. To alleviate the issue, the authors chose the student
t-distribution (Student, 1908) with one degree of freedom1 for modeling the lowdimensional neighborhood probabilities. Since this distribution places more mass
on the tail of the distribution, the points can be arranged more flexibly in the output
17
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Figure 3.1: t-sne applied on the mnist
dataset.

student, ν = 1
N(0, 1)
0.3
0.2
0.1
0
−4 −2 0
x
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4

Figure 3.2: Comparison between the student t-distribution with one degree of freedom and the normal distribution with a
variance of one.
1. Also known as Cauchy or Lorentz distribution.

space. Figure 3.2 shows that the t-distribution decays slower and places more mass
on the tails, thus allowing points to be more separated from each other without
having a small probability q(i, j). As such the kernel wij for defining q(i, j) is
chosen as follows:
1/(1 + d2ij )
wij
q(i, j) =
= P
.
(3.1)
Z
k,l wkl
Choosing a kernel that distributes its mass more liberally helps with the aforementioned problem and the symmetry by construction is preserved as well. As an
additional advantage, the gradient of the loss function is simplified.
The objective function Lt-sne measures the Kullback–Leibler divergence (Kullback and Leibler, 1951) between the high- and low-dimensional neighborhood
probabilities. For the case at hand, we’re dealing with discrete distributions, hence


Lt-sne = KL(P || Q) = EP log(P Q)




= EP log P − EP log Q




= EP log P − EP log W + log Z ,
(3.2)
2. Defined analogous to the Hadamard multiplication, i. e. A B, A, B ⊂ Rn×p calculates aij /bij ∀ 1 6 i 6 n, 1 6 j 6 p.

where the logarithm is applied element-wise and the operator corresponds to the
Hadamard division.2 W is similarly defined to P and Q as {vji }n
i=j=1 . Optimizing
the layout constitutes taking the gradient with respect to yi taken for all i. The
variable yi will be the position of the low-dimensional representation of datapoint
i. For the following, in order to simplify the notation, pij =def p(i, j) and likewise
qij =def q(i, j). Note that vij = (vj|i + vi|j )/2 – refer to Equation 2.1 for
the definition of vj|i . A notational inconvenience is that the partition function
Z is denoted with a capital letter, although it is not a matrix. This means that
Q = W/Z only divides the affinity matrix W by a scalar.
const. wrt. y

i


∂Lt-sne
∂ KL(P || Q)
∂ z }| {
=
=
EP log P −EP log W + log Z
∂yi
∂yi
∂y
 i
 



∂
∂
= −
EP log W +
log Z
∂yi
∂yi

(3.3)

is the expression that needs to be unraveled in order to obtain the update rule for
t-sne. It can be split up into two parts, that will be treated separately. Starting with
the right part gives
∂
1 ∂
log Z =
Z.
∂yi
Z ∂yi

P
Since Z = k,l wkl , the gradient can only be nonzero if i = k or i = l. Taking
into account that wij = wji , thus
=

2X ∂
wij .
Z
∂yi

(3.4)

j

The expression ∂wij /∂yi will be considered later. Starting with the left part
of Equation 3.3:




∂
∂
∂
−
EP log W = − EP
log W ·
W
∂yi
∂W
∂yi
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Again, the derivative of W can only be nonzero if the index variables, implicitly
defined by E, are equal to i. Using the symmetry of W and changing the expression
to a sum notation gives
= −2

X

pij

j

1 ∂
wij ,
wij ∂yi

(3.5)

where the term ∂wij /∂yi is retrieved once more. The term can be expanded as
∂
∂
1
∂ 2
wij =
d
∂yi
∂dij 1 + d2ij ∂yi ij
yi − yj
1
=−
·2
= −2w2ij · ||yi − yj || .
(1 + d2ij )2 |yi − yj |

(3.6)

Substituting the term into Equation 3.5 yields
X
4
pij wij ||yi − yj || ,
j

whereas Equation 3.4 becomes
−

4X 2
wij ||yi − yj || .
Z
j

Finally, substituting those two parts into the full derivative in Equation 3.3 results
in
X
4X 2
4
pij wij ||yi − yj || −
wij ||yi − yj || .
(3.7)
Z
j

j

As a finishing touch, the constant 4 can be factored out3 and the factor n from
pij = vij /n can be extracted and moved, resulting in


∂Lt-sne X
n 2
=
vij wij − wij ||yi − yj || .
(3.8)
∂yi
| {z } |Z{z }
j
attraction

3. Conceptually, it can be treated as a part
of the learning rate, so that the hyperparameter has to be chosen twice as large.

repulsion

The gradient gives an interpretation in terms of attractive and repulsive forces. The
attractive part computes a positive force from all points in the neighborhood of
the point i, while every point in the dataset contributes to a repulsive force that is
applied to the datapoint at hand.
Naively, this can be computed in O(n2 ) operations as for every point i – of
which there are n – the calculation of the gradient involves a summation over n
other points. This quickly becomes infeasible, as already discussed on page 4. The
issue of computational complexity has been brought up in the original publication
(van der Maaten and Hinton, 2008), where the authors suggest subsampling by
performing random walks over the graph structure that is constructed with the
pnn technique. Over the years, other approximation schemes have been developed
as well, with van der Maaten (2014) optimizing the layout with the Barnes–Hut
(bh) approximation (Barnes and Hut, 1986). More recently, an approach byLinderman et al. (2019) interpolates the gradient by leveraging the fast multipole method
(fmm),4 introduced by Rokhlin (1985). Those two approaches bring the computational complexity down to O(n log n) and O(n), respectively – suitable for
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4. See Linderman (2018) for an informal description of the numeric intuition behind
this.

large-scale visualizations. For example, Kobak and Berens (2019) analyzed datasets
with sizes in the low millions.

10

(a) t-sne without early exaggeration

Note that t-sne is susceptible to not converging, if the setup has not been configured
properly. It benefits from being initialized to a small scale initially, often in the
order of 10−4 . Furthermore, the early exaggeration phase is crucial for being able
to separate clusters and keep them together. Early exaggeration is a technique that
has been introduced in the original paper by van der Maaten and Hinton (2008)
and has become a standard procedure for generating embeddings with t-sne. See
§ 5 for a discussion of early exaggeration and its implications.
As an example of when the embedding method is faulted, compare the panels
in Figure 3.3 with the correct application in Figure 3.1. The default initialization
has an standard deviation σ = 10−4 , if this is violated, the early exaggeration is
not able to draw the clusters together, as shown in panel (b). The algorithm is
fairly robust to the scale, as this is a few orders of magnitude bigger than the default
choice. Regarding early exaggeration, it appears that this optimization technique is
vital for the embedding quality. If there is no early exaggeration phase, as shown
in panel (a). The cluster structure is shattered, for e. g. the green cluster, and the
repulsion from the points that are in-between the pieces is too strong to overcome.

3.2

10

(b) t-sne, initial σ = 25
Figure 3.3: Showcase of wrongly applied
t-sne configurations.

uniform manifold approximation and
projection

A recent addition to the field of ne algorithms is called umap (McInnes et al., 2018).
Despite not being published in a peer-reviewed journal, it has garnered significant
attention and usage in a variety of domains (Ali et al., 2019; Becht et al., 2019; Cao
et al., 2019; Carter et al., 2019; Diaz-Papkovich et al., 2019; Lin et al., 2018; Packer
et al., 2019; Weinreb et al., 2020).
Looking at the approach shows that, from a theoretical standpoint, the concept
of umap is far removed from the theory behind t-sne. The graph construction
is based on creating a fuzzy topological structure of the input data as discussed in
§ 2.3. Nevertheless, the same concept of a neighborhood arises.
Akin to the rationale for t-sne, the high-dimensional notion of a neighborhood
should be transferred onto the low-dimensional space, with only few concessions.
Interpreting the probabilities as a Bernoulli experiment about whether an edge exists
between two pairs of points i and j, the chance of success can be denoted by Vij .
Preserving this in the low dimensional space gives rise to a fuzzy set cross entropy
loss (McInnes et al., 2018) between the high- and low-dimensional representations,


Lumap = EX∼Bernoulli(V) log(X W)
which expands as

10

Figure 3.4: umap applied on the mnist
dataset.

=

X
i,j

vij
1 − vij
vij log
+ (1 − vij ) log
wij
1 − wij


,

(3.9)

The variable wij is denoting the affinities, similar to wij in the previous section.
Furthermore, the expression 1 − vij is approximated as 1 since V is sparse, i. e. is 0
for most of its entries. This simplifies the equation to

X
vij
≈
vij log
− log(1 − wij ) .
(3.10)
wij
i,j
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While the authors have defined it as a “fuzzy cross entropy loss”, the structure of
Equation 3.9 can also be expressed as KL(Bernoulli(V) || W), if both V and W
are probability matrices. While this holds true for V, for W it does not, as will be
evident once its elements are defined.
The loss function as defined in Equation 3.10 is equal up to a constant to the
loss function defined by LargeVis (Tang et al., 2016). Due to the correspondence in
structure between Lumap and Lt-sne , the derivation of the gradient behaves similarly.
In order to remove notational clutter, the low-dimensional affinities are defined as
wij = 1/(1 + d2ij ); same as for t-sne.5
The gradient of Lumap will be taken with respect to yi as well, to find the
update rule for the optimization problem of minimizing the loss function. Starting
with the approximation from Equation 3.10 gives


vkj
∂Lumap
∂ X
=
vkj log
− log(1 − wij )
∂yi
∂yi
wkj
k,j

5. For umap, the affinity kernel is defined
as 1/(1 + ad2b
ij ), where a and b can be
indirectly set by the user. This does not
have a large effect on the visual layout or
gradient, hence they are set a = b = 1
here. Default values for the parameters are
a = 1.577 and b = 0.895 as per McInnes
et al. (2018).

const. wrt. y

 zX }| i { X

X
∂
=
vij log vij −
vij log wij −
log(1 − wij )
∂yi
j

j

1/(10−3 + (yi − yj )2 )

j

Note that the gradient of the middle term in the parentheses has already been derived
in Equation 3.5 as both pij and vij behave the same under taking the derivative.
Leaving us with
=

X

2vij wij ||yi − yj || −

j

∂ X
log(1 − wij )
∂yi

−4 −2 0

j

Using the fact6 that 1 − wij = d2ij wij simplifies the application of the chain rule
to the logarithm and gives
=

X

2vij wij ||yi − yj || −

j

X

1

j

d2ij wij

·

5
4
3
2
1
2

4

(yi − yj )
Figure 3.5: Repulsion factor for umap.

∂
(−wij )
∂yi

The derivative of the last remaining term has already been carried out in Equation 3.6.
Substituting and simplifying the equation will finally yield

X
1
=
vij wij − 2
wij ||yi − yj || .
(3.11)
| {z } dij + 
j
attraction |
{z }
repulsion

The parameter  is introduced to avoid division by zero. While the implementation
by McInnes et al. (2018) sets  = 10−3 , note that if  = 1 the derived gradient
is equal to ∂Lt-sne /∂yi as shown in Equation 3.8, up to the factor of n/Z in the
repulsion term. It can be interpreted that umap, in contrast to t-sne, is optimizing
an unnormalized probability distribution. It has been experimentally verified that
the choice of  is of small significance in the resulting embedding, as can be seen
by comparing Figure 3.4 and 3.6. See Figure 5.6(g) and (h) for another side-by-side
comparison on the visual difference between the two, and § 5.3 for a discussion.
For Lumap two things need to be accounted for. Firstly, the same computational
constraints on calculating the repulsive force applies. Secondly, special care needs to
be taken due to the loss function being unnormalized. The authors have taken the
same approach as Tang et al. (2016) and use negative sampling for the optimization.
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6. Because 1 −

1
x
=
.
1+x
1+x

10

Figure 3.6: umap with  = 1 applied on
the mnist dataset.

7. In the reference implementation of
umap it is 5 by default, and in Mikolov et al.
(2013) it is suggested to use 5–20 for small
datasets and 2–5 for large sets.

Negative sampling is a technique first mentioned in Mikolov et al. (2013). It
optimizes a loss function by considering two sets of samples – a “positive” and a
“negative” – and formulating a logistic regression problem that learns to distinguish
between the two. The positive set consists of the edges that have been constructed
by the graph building approach, whereas the negative set are the complete graph
between all points, hence it approximates the repulsive forces, as those interact with
any two nodes. For one positive example, ν negative examples are drawn, where
ν is a small number.7 Sampling from the negative examples is carried out with a
uniform distribution. The positive set can be thought of the attractive force and
the negative samples represent the repulsion, where the full repulsion should be
approximated accurately enough by sampling ν samples for every edge that is in a
graph.
The technique is inspired by noise-contrastive estimation (nce) (Gutmann
and Hyvärinen, 2012), which optimizes an unnormalized probability distribution
by learning an additional normalization constant. Gutmann and Hyvärinen (2012)
show that this will converge to the true normalized probability distribution, as a
density estimation can be reformulated as a supervised learning problem(Hastie
et al., 2009, § 6.6). In contrast to nce, negative sampling does not account for
any normalization constant, but optimizes the gradient by only considering the
unnormalized distribution.
Mikolov et al. (2013, § 2.2) note that “while nce approximately maximizes the
log probability of the softmax, this property is not important for our application.”
Hence, for the optimization problem at hand, convergence to the stated loss cannot
be guaranteed. The impact of negative sampling for the quality of the visualization
will be shown later in § 5.5, where we isolate the effect of the optimization routine.

3.3

10000

Figure 3.7:
dataset.

fa2 applied on the mnist
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2
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forceatlas2

One of the modern algorithms for force-directed graph layout algorithms is called
fa2 (Jacomy et al., 2014). The idea behind force-directed graph layout algorithms
in general is that they formulate an equation for an energy state. Minimizing the
energy in the system by taking the derivative leads to an interaction of forces applied
on the vertices in the graph (Noack, 2007).
Unlike the previous two algorithms, the formulation of the gradient has been
explicit by the authors, instead of defining a loss function and deriving it. Written
down, the optimization of the forces looks like
!
(hi + 1)(hj + 1)
∂Lfa2 X
=
vij −
||yi − yj || .
(3.12)
∂yi
|{z}
d2ij
j
attraction |
{z
}
repulsion

−4 −2 0

2

4

(yi − yj )
Figure 3.8: Repulsive force for fa2.

The value hi denotes the degree of the nodes, i. e. how many nodes are connected to the datapoint at hand. As this is multiplied to the repulsive force, it is
known as repulsion by degree, or edge repulsion. In our setting fa2 processes a
knn graph, meaning that the values will be roughly equal to k. As such hi can
be thought of as a constant for the scope of this thesis. In § 5.3 f. and Figure 5.6
the effect of the edge repulsion will be shown and discussed. For general graphs,
the edge repulsion alleviates the crowding problem, as central points will exert
more repulsive forces to the neighboring nodes. Recovering a loss function can be
achieved by integrating Equation 3.12.
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The affinities are not present for fa2 as the attractive force does not depend
on the position of the points in the low-dimensional embedding. The repulsive
force is defined as 1/(yi − yj )2 , similar to umap. See Figure 3.8 and compare it to
3.5 to for a showcase of the difference. While the scale of the y-axis is different for
small values,8 the shape of the function is similar. The difference in scale does not
affect the layout too much, as this leads to a simple rescaling of the input. Especially
for the the gradient of fa2, as there is no decay of the attractive forces if the points
are far apart in the output space, because the attractive forces are not multiplied by
wij . Furthermore, because the attractive forces do not decay, the quasi-constant
(hi + 1)(hj + 1) will only lead to a difference in the scale of the layout, but not
change the shape of it. Due to the formulation of both the attraction and repulsion,
the forces can grow large, as they hardly have an upper bound.9 Nevertheless, the
plot of the affinities for fa2 resemble those of umap in Figure 3.5. For a discussion
about the differences in the affinities, see § 5.3. As stated, the scale of the embedding
grows quite large, but does not affect the shape of the embedding.

8. The force for umap is bounded, whereas
the repulsion for fa2 is unbounded.

9. The implementation of fa2 (Chippada,
2017) adds the smallest representable floating point number that can be distinguished
from zero to the denominator, so the effective upper bound for the affinities is
1/(2.22 · 10−16 + 0) ≈ 4.5 · 1015 .

Similarly to the previous two techniques, fa2 naive gradient calculation falls
victim to the computational complexity as it, too, scales as O(n2 ). As it doesn’t
model probabilities, neither nce, nor negative sampling can be used to optimize it
efficiently. Due to the formula for the affinities, fmm cannot be used to optimize it.
It works by using polynomial interpolation of subintervals, which is problematic
for the interval close to zero. At that scale the affinities explode and grow towards
infinity, which cannot be modeled by a polynomial. An option would be to use
a black-box fmm (Fong and Darve, 2009), but this has not been explored so far.
This only leaves bh as an option for optimization and is the one that is used by
Chippada (2017) and in the original implementation by Jacomy et al. (2014). Despite
being the “slowest” optimization procedure, safe for naive gradient calculation, it is
still sufficiently fast and did not present problems for the scale of the experiments
conducted for this thesis. Furthermore, due to the ease of usage it was also the
choice for the model implementation that was used for the creation of Figure 3.9.
While the optimization with bh has the worst computational complexity, the
implementation of fa2 leverages further optimization tricks that help the convergence of the layout. The authors of Jacomy et al. (2014) suggest an optimization
strategy that measures the swinging of a graph on both a global and a local level.
This is akin to a momentum-based optimization routine, that is used in various
other optimization fields, notably in the implementation of t-sne that was used for
the experiments Poličar et al. (2019).10 It has been observed during the experiments
that fa2 consistently converged to a stable layout with the fewest iterations, thus
offsetting the increased time per iteration for a general use case with moderately
large datasets. Other features that were mentioned in Jacomy et al. (2014) include
an option for simulating gravity, raising the edge weights to a user-defined power,
distinguishing between outgoing and incoming edges, and an option to prevent
overlapping points. As not all options are applicable to an undirected, symmetric
graph those options have not been further pursued. Moreover, the choices change
the loss function and thus hinder the comparison between the other embedding
methods. Nevertheless, the options make the approach the general-purpose graph
drawing algorithm more flexible and can be applied outside of the research focus
presented here.
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10. Which was also used for the implementation of general energy models mentioned
in the next paragraph.

(a) (1, 0),
σ = 10000, η = 100

(b) (2, 0),
σ = 100, η = 0.1

Figure 3.9: Different forcedirected graph layouts shown
on the mnist dataset. The attraction and repulsion parameters are denoted as (a, r) in
each figure.
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Energy models As alluded to in the beginning of the section, the force-directed
graph based models can be interpreted as formulating an energy state. This is by no
means limited to the one postulated by fa2. There exists a family of algorithms that
have an interpretation of attraction and repulsion with two additional parameters a
and r that denote the exponent of the attractive for and repulsive force, i. e.

X  da
drij
ij
L(a, r) =
vij
− (hi + 1)(hj + 1)
||yi − yj ||2 .
(3.13)
a
r
i,j

To avoid division by zero, the case when one of the parameters is set to 0, the
logarithm is implied instead. Taking the derivative of the loss and optimizing it will
result in a force-directed graph layout algorithm (Noack, 2009). For fa2 the energy
formulation is a = 1 and r = −1, which will result in the loss function

X
(hi + 1)(hj + 1)
Lfa2 =
vij dij +
||yi − yj ||2
(3.14)
dij
i,j

and the gradient of Equation 3.12. By changing the parameters a and r, different
layouts can be achieved. A selection of parameter configurations is shown in Figure 3.9. While most algorithms do not look too different, Figure 3.10(f) is starting
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to resemble an intermediate layout between t-sne and umap. Furthermore, the
linlog layout (ll) in panel (c) displays and embedding that looks unlike any of the
previously seen ones. This direction has not yet been further investigated. Despite
some time passing between the original formulation by Noack (2009), it does not
seem like serious scientific attention has been devoted to the field.

3.4

laplacian eigenmaps

The oldest approach compared to the techniques previously presented is called
Laplacian Eigenmaps (le), also known as spectral embedding. It doubles as an
algorithm for clustering (Belkin and Niyogi, 2002) due to being able to separate
disconnected components reliably. Variations of le are still an active area of research
(Calder et al., 2020; García Trillos et al., 2020; García Trillos and Slepčev, 2018;
Kurras et al., 2014; Mercado et al., 2019) as well as regularization methods (Amini
et al., 2013; Chaudhuri et al., 2012; Zhang and Rohe, 2018).
The motivation for the algorithm is quite different as for the other approaches
discussed before, as le is rooted in spectral theory. To give a small example from
physics, consider a string, which can naturally be encoded as a path graph. All nodes
will be strung on a line and every node will have exactly two neighbors, forming a
single path as one connected component. Decomposing this construct with le and
plotting the eigenvectors in one dimension will result in the visual in Figure 3.10.
The spectral embedding shows the vibration of the string, and the smallest nonconstant vector has the lowest frequency, which increases as the eigenvalues increase.
While this intuition is nontrivial to translate to higher dimensions, the procedure
can be thought of as finding the slowest changing frequencies or properties in
high-dimensional data.
Nevertheless, the graph theoretic approach concerns itself with calculating the
eigenvalues of the graph Laplacian. It is defined as
(3.15)

L = D − A,

where D is the degree matrix and A is the adjacency matrix of the given graph
G = (V, E), in our case a knn graph. This construction resembles a discrete version of the Laplace operator, also known as the diffusion operator. This gives rise to
an interpretation of how well the graph is connected – as the diffusion will be large
– and especially contains information about where it is not. This information can
be used to cut the graph and thus partition it. The cut should have two properties:
on one hand, only few edges should be cut. On the other, the partition should be
balanced. Cutting the graph along this hyperplane where the Laplacian indicates
(a) Eig 1

(b) Eig 2

(c) Eig 3

(d) Eig 4
Figure 3.10: One dimensional spectral
embedding of a string with 50 points.
Inner product of the eigenvector with the
the node x is shown on the y-axis. The
x-axis denotes the node label. Example
inspired by Spielman (2019, page 8).
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11. The symbol for the normalized Laplacian Lsym has been taken from the literature.
It is a misnomer since the unnormalized
Laplacian is symmetric as well, hence “sym”
is not the distinguishing feature.

12. Methods for sparsifying a dense Laplacian matrix do exist (Spielman, 2019, § 38).

few connections will immediately produce a binary clustering algorithm by distinguishing on which side of the hyperplanes the point resides. Finding the hyperplane
and the cut corresponds to decomposing the graph Laplacian into its eigenvalues
and -vectors, which is shown by Hagen and Kahng (1992) and also von Luxburg
(2020, page 770 ff.). The smallest eigenvectors correspond to the minimum of the
cut, with the first vector being constant and thus uninformative (von Luxburg
et al., 2008). Due to better statistical guarantees, the normalized cut is optimized,
which corresponds to decomposing the random-walk Laplacian, instead of the one
defined in Equation 3.15.
Implementing the procedure described, it is advisable to use the normalized
Laplacian instead of the random-walk Laplacian. They are defined as Lrw for the
random-walk and Lsym for the normalized Laplacian11
Lrw = D−1 L = I − D−1 A

and

Lsym = D−1/2 LD−1/2 = I − D−1/2 AD−1/2 .

(3.16)
(3.17)

In contrast to the random-walk Laplacian, the normalized matrix is sparse, if the
input graph is sparse. From a purely theoretical perspective, both matrices yield
the same eigenvectors, but due to the sparsity, the former is faster to decompose
(Grimes et al., 1994 and Sorensen, 1996, page 3).12 To show that Lrw and Lsym have
the same eigenvectors, one needs to show that they are similar. Similarity of matrices
is defined such that a matrix P exists with M1 = P−1 M2 P1 , where M1 and M2
are matrices that are similar. Consider P = D1/2 , then
Lrw = D−1/2 Lsym D1/2
= D−1/2 D−1/2 LD−1/2 D1/2
= D−1 LI .
This means that the same eigendecomposition of Lrw will be retrieved by using
Lsym and rescaling the eigenvalues by D1/2 .
The approach for visualization via le differs from the previously described ones.
While the likes of t-sne optimize for an embedding in two or three dimensions, le
calculates the leading eigenvectors of an embedding and only shows those. But the
spectral decomposition still inhibits information in the “lower” eigenvectors, which
could potentially be relevant. For a small example, consult the leftmost column
in Figure 5.1. A larger example is shown in Figure 3.11, where an arrangement of
lower eigenvectors is shown. The extensions and separations of other clusters, for
example the green and pink clusters in panel (e), suggests that salient information
is present in the lower eigenvectors, which are not shown by le. In contrast to
that, the force-based algorithms featuring a concept of repulsion are able to separate
heavily overlapping clusters better.
The connection between clustering and visualization is perhaps surprising, but
as an intuition it can be interpreted similarly to how a kernel density estimation
can be reformulated as a supervised learning problem, as mentioned previously and
detailed in Hastie et al. (2009, § 6.6).

[
Concluding the introduction of the four algorithms, the objectives of the techniques
are summarized in Table 3.1.
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(a) Eigs 1/2

(b) Eigs 2/3

(c) Eigs 3/4

(d) Eigs 4/5

(e) Eigs 5/6

(f) Eigs 6/7

(g) Eigs 7/8

(h) Eigs 8/9

Figure 3.11: Lower eigenvectors of le on
mnist.

(i) Eigs 9/10

(j) Eigs 10/11

(k) Eigs 11/12

(l) Eigs 12/13

Table 3.1: A summary of the stated objective
functions and how they optimize it. the column “solution” states the theoretical loss
without consideration for the actual implementation. hij = (hi + 1)(hj + 1).

Name

objective function

t-sne

KL(P || Q)

umap
fa2
le

Lfa2

KL(Bernoulli(V) || W)

P 
h
= i,j vij dij + dijij ||yi − yj ||2
minS⊂V NormalizedCut(S, S)

solution


P
∂Lt-sne
n 2
=
v
w
−
w
ij
ij
i − yj ||
∂yi
Z ij ||y
j

P
∂Lumap
1
j vij wij − d2 + wij ||yi − yj ||
∂yi =
ij


P
hij
∂Lfa2
||yi − yj ||
j vij − d2
∂yi =
ij

Lsym = UT λU
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Related Work

We will briefly survey some other notable algorithms that have been published
and discuss their strengths as well as the reason why they are not included in the
further analysis. The algorithms discussed include pca, Isomap, and Locally Linear
Embedding (lle), as well as some other recent publications like Noise-Contrastive
Visualization (ncvis) from Artemenkov and Panov (2020) or the works by Saul
(2020) and Yang et al. (2014).

4.1

4

pca

As already mentioned in § 1, pca is one of the oldest algorithms for reducing the
dimensionality, first described by Pearson (1901). Moreover, it was independently
developed by Hotelling (1933), who formulated the maximum variance interpretation, which is the popular contemporary interpretation for pca.
As the data is projected from an original dimension d into a subspace – with
the number of dimensions d 0 < d –, a loss of information has to occur, unless
the original matrix has at least d − d 0 linearly dependent basis vectors. There are
two ways to arrive at the same outcome and retrieve the formula for pca. One is to
maximize the variance in the subspace and another interpretation is to minimize the
projection cost (Bishop, 2006, § 12.1.1 f). Assuming that the data X are in Euclidean
space with zero mean, the covariance matrix can be calculated by computing the
outer product. The solution to preserving the maximal variance is to find the largest
eigenvectors of the inner product XT X (Jolliffe, 2002, § 3.1).
Due to redundant information that is present in high-dimensional data, the
technique is suitable for dimensionality reduction, but due to its linearity the quality
will suffer from statistical outliers. This becomes apparent when projecting into
two or three dimensions for visualizations, as capturing the majority of the variance
might not reveal the underlying structure. As an example, Figure 4.1 shows that
while there is a dense cluster visible in Figure 4.1(a), it is not as clearly separated
from the other cluster, unlike for example in Figure 4.1(b).
Nevertheless, pca manages to model the original data well when given a larger
subspace, as linear models grow more powerful with an increased number of dimensions. This makes the procedure an attractive step for preprocessing, by decreasing
the number of dimensions from the original space d into an intermediate representation d 0 with d  d 0 > s. This was in fact done for the experiments presented
in this thesis, as it helps reducing noise in the data as well as speeds up the nn search,
which is detailed in § 5.1.
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(a) pca

(b) t-sne, default parameters
Figure 4.1: Two visualizations of two fivedimensional Gaussians, N(0, 1/100) and
N(1, 1). Each cluster has 200 points.

4.2

1. The cumulative distance that cannot be
modeled will be determined by summing
over all δij . This measures the goodness of
fit for metric mds.

mds

Multidimensional scaling (mds) is a classic algorithm that falls into the category
of distance-based dimensionality algorithms, as defined in Definition 2. The idea
behind mds in general is trying to embed the high-dimensional data in an Euclidean
space by finding a matrix Y that satisfies ||yi − yj || = dij , where D = {dij }n
i,j=1
is the pairwise distance matrix of the original input. The calculation of the distance
matrix is crucial for the visualization to succeed. In the trivial case, the distance
matrix was calculated with the Euclidean distance measure and the low-dimensional
representation would result in an identity mapping. For the nontrivial application,
the low-dimensional embedding would have less dimensions than the original space.
Solving this corresponds to the s (from Definition 3) largest eigenvectors of the outer
product matrix XXT , as those vectors correspond to the best approximation of the
distance matrix (Borg and Groenen, 2005, § 7.9). Scaling the resulting embedding
with the square root of the s largest eigenvectors will recover the original scale.
For the trivial case, all eigenvectors would be considered, which would amount to
reconstructing the original matrix X.
When considering only metric data, without the restriction of a Euclidean
distance, the visualization algorithm needs to make concessions. Relaxing the
condition to ||yi − yj || − δij = dij gives rise to a stress function, which measures
how disparate the high- and low-dimensional embedding are.1 By minimizing the
stress, an analogue to mds can be computed for the metric pairwise distance matrix.
This unfortunately is not easy to achieve with the eigendecomposition of D, hence
other algorithms, like Iterative Majorization need to be used (Borg and Groenen,
2005, § 8.4).
The algorithm in general has the major issues that it requires the calculation
of an O(n2 ) distance matrix and further decomposing a full-rank n × n matrix
which furthermore increases the computational complexity. In the general case this
is not feasible. Nevertheless, extensions for mds have been developed because its
generality suits a broad number of applications where the number of datapoints is
not the computational bottleneck.

4.3

isomap and lle

First published in Tenenbaum (1998), Isomap attempts to recover a nonlinear, lowdimensional manifold structure from the ambient space. It is an extension of mds as
it estimates the geodesic distances prior to applying mds to the geodesic distance matrix, instead of using the euclidean distance matrix directly (Marsland, 2014). This
allows Isomap to recover a nonlinear manifold from an ambient space, unlike mds.
As already detailed in the previous paragraph, mds tries to preserve the distances in
the high-dimensional space when transforming it into the low-dimensional embedding. The extension by Isomap is a different approach to calculating the distances.
Geodesic distances are calculated on a surface of an object. As an example, consider
traveling from Berlin, Germany, to Canberra, Australia. The Euclidean distance in
this case would be smaller than the geodesic distance, but actually traveling along
the path drawn out by it would involve traveling through the planet itself. Instead,
the actual distance that would have to be traveled would be over the surface of the
earth. The length of that path is the geodesic distance.
Going back to abstract data points in an Euclidean space, the issue is that there
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is no surface to be found. The manifold itself that the points may lie on is also
unknown a priori. An ad hoc structure that can be created is a graph, as already
detailed in § 2, for example a knn graph. The graph data structure gives rise to a
geodesic distance as now we can calculate distances between two points by only
traveling along edges, thus forming a path. How to calculate the shortest path on a
graph data structure is a classic problem in computer science and various algorithms
to solve the problem exist. One of the oldest and best-known solutions has been
published by Dijkstra (1959).
Constructing a graph allows learning a nonlinear representation of the original
data, but the issue of finding a suitable parameter remains. For a small example,
refer back to Figure 2.4 on page 10. It shows that for k = 5, the manifold can
be correctly recovered and the geodesic distance will reflect that. But for k = 15
in Figure 2.4(b), there is an unwanted shortcut to the center that would calculate
shorter geodesic distances from the outer points to the center and vice versa. As
such, the underlying issue of constructing a correct graph also affect this algorithm.
Conceptually close to the algorithms discussed in § 3, Isomap cannot compete
with them since the computational complexity and storage costs are too constraining. As it considers the geodesic distance between all pairs in a dataset, it requires
O(n2 ) storage space, which is prohibitively large. Even if the storage was not the
issue, simply finding all shortest paths in the graph runs in at least quadratic time,
which is infeasible for modern dataset sizes.
lle is an approach introduced by Roweis and Saul (2000). While mathematically
more involved than Isomap, the intuition behind it is similar. The difference is that
lle does not optimize on a global level, but instead does so on a local level as the
name suggests. This alleviates both issues that plague Isomap. Firstly, the expensive
geodesic distance matrix does not have to be calculated fully. Secondly, the resulting
weight matrix is sparse,2 thus allowing for fast decomposition into eigenvectors.
Note that for some special cases the result coincides with le (Belkin and Niyogi,
2003, § 5). Due to better consistency of le, lle has not been considered further.

4.4

2. This depends on the choice of the graph
structure, which is sparse for all relevant
methods discussed in § 2.

recent work

Notable work that has been done recently is ncvis, which optimizes the t-sne objective, but uses nce to optimize the loss function. While the asymptotic complexity
is unchanged, this has some key benefits. Firstly, it does not require to compute the
normalization constant Z (cf. Equation 3.8) of the probability distribution induced
by the low-dimensional affinities. Instead, this is another parameter of the model,
which is learned and will converge to the true partition function (Gutmann and
Hyvärinen, 2012). Secondly, it samples negative examples which circumvents the
approximation of of the repulsive forces via fmm. Together, this allows for faster
inference of t-sne-like embeddings. Due to its recent publication (Artemenkov
and Panov, 2020), it could not be included in the analysis and whether the resulting
layout is visually identical to more traditional approaches to t-sne remains to be
seen. Difficulties in comparing the approaches arise in the difference in default
parameters and choice for initial layout3 . As the normalization constant will only
be learned over a period of time, ncvis could converge to a different local optimum
than t-sne. How stable the algorithm is remains a topic for future work, but we
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3. Ncvis uses an approximation of le as
initialization whereas usually pca is used.

consider it a valuable approach as theoretically it will converge to the loss function
of t-sne.
Another even more recent example is from Saul (2020). It formulates a loss
that is similar to umap, but not optimized via negative sampling. Instead, the loss
function is optimized via Expectation-maximization (em) and iteratively solving
the generalized eigenproblem on the graph Laplacian. This should lead to a more
faithful optimization of the stated loss function, but the comparison was made
more difficult due to the coarse-graining of the nn graph on top of the recent
publication date in July. In general the effect of coarse-graining an ann graph has
not been studied in detail.
Work by Yang et al. (2014) have considered a connection between graph-drawing algorithms and approaches like t-sne. The comparison concerns itself with
equivalence of divergences, where they develop a new method combining features
of t-sne and of the energy-based graph-drawing methods by Noack (2007).
The interpretation of a balance of forces on an attraction-repulsion spectrum
is novel to the authors knowledge. Furthermore, the effect of negative sampling
has not been studied before.

32

PART II
FORCE EQUILIBRIA

Attraction & Repulsion
Circling back to § 3, the algorithms can be interpreted as balancing an attractive
and repulsive force against each other. But the balance is, at least in the case of
umap, more or less arbitrary. It defines the repulsive force as sampling ν points
from a uniform distribution, where ν is chosen a priori. Naturally, if the number of
negative samples increases, so does the repulsive force – leading to a different layout.
While the concept of increasing the attraction seems the most obvious for umap, it
is by no means limited to only that. In fact, it was already stated by van der Maaten
and Hinton (2008) that t-sne can benefit from multiplying the attractive forces
by a constant scalar, termed exaggeration. The exaggeration will be denoted by
the variable ρ. Similarly, the force exerted by the negative samples for the repulsive
forces can be scaled by the reciprocal of ρ. The effect on the resulting embedding
should be similar up to a constant, which can be factored into the learning rate
or left out, if both algorithms are run for long enough to converge. This creates a
new class of embeddings by adjusting the interaction between the attractive and
repulsive forces.
Modifying the Equations (3.8) and (3.11) yields


∂Lt-sne (ρ) X
n 2
=
vij wij −
w ||yi − yj ||
(5.1)
∂yi
ρZ ij
j

and


∂Lumap (γ) X 
1
=
vij wij − γ 2
wij ||yi − yj || .
∂yi
dij + 

(5.2)

j

By letting γ = ρ1 , the equality will not be changed and when ρ = 1 = γ, the
original loss will be retrieved.
The effect of the parameter ρ on the embedding for the case ρ → ∞ has
been investigated by Carreira-Perpiñán (2010) and Linderman and Steinerberger
(2019). They concluded that in the limit, the embedding will be identical to le.
Some technical things need to be accounted for, like adjustment of the learning rate.
Assuming that the details are taken care of, the repulsion becomes irrelevant and
the loss (cf. Equation 3.2) is transformed into




Lt-sne (∞) = EP log P − ρEP log W + log Z .
The first term vanishes in the gradient and can be omitted, leaving


= −ρEP log W + log Z .
Expanding the expectation operator gives
=ρ

X

≈0

z }| {
pij ||yi − yj || + log Z
2

i,j
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Figure 5.1: Overview of the attraction–
repulsion spectrum illustrated with the
mnist handwritten digits dataset. Class labels correspond to the colors, the label is
shown in default t-sne (ρ = 1). Figure
from Böhm et al. (2020, Figure 1).

and because ρ tends to infinity the second term will tend to 0 relative to the other,
thus
X
∝
pij ||yi − yj ||2 = Lle
i,j

is the loss of le as defined by Belkin and Niyogi (2002, page 1383). The loss of le is
optimized differently and subject to further constraints, hence there is no guarantee
that t-sne will converge to the same layout as le. In practice and for appropriately
high values of ρ this holds true. For the details, refer to Carreira-Perpiñán (2010,
for sne) and Linderman and Steinerberger (2019).
The approach assumes that both algorithms use the same neighborhood graph,
as pij would have to be the same for both loss functions. This is not necessarily the
case, but in practice this hardly makes a difference. Despite using a pnn graph for
t-sne and knn for le, it produces the same layout.
Looking at the upper row of Figure 5.1 supports the hypothesis. As the exaggeration increases, so does the visual similarity to le. Furthermore, when ρ = 4 and
when ρ = 30, the layout becomes strikingly similar to umap and fa2, respectively.
It suggests that the intermediate stages between t-sne and le can also exhibit interesting visual properties. Our investigation of the proposed spectrum was the main
focus of the work conducted for this thesis.

5.1

experimental setup

The experiments were all performed in the Python programming language, version 3.8. For the implementations we used and adapted various different software
for scientific work. An overview of the most important packages is shown in Table 5.1. The figures were created with Matplotlib (Hunter, 2007) and pgfplots
(Feuersänger, 2016).
The high-dimensional datasets were reduced via pca to 50 dimensions prior to
employing the ann routines. This helped reduce the noise in the dataset and sped
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Algorithm

Name

t-sne
umap
fa2
le
knn

openTSNE
UMAP
ForceAtlas2
scikit-learn
Annoy

Version
0.4.4
0.4.0
0.3.5
0.22.2
1.16.3

Reference

Table 5.1: Overview of the software
components used for the experiments.
Both t-sne and umap provide their own
method for the nn search. The algorithm
for le in scikit-learn is called
SpectralEmbedding.

Poličar et al. (2019)
McInnes et al. (2018)
Chippada (2017)
Pedregosa et al. (2011)
Bernhardsson (2013)

up the computation for finding the nearest neighbors. In order to compare the
visual result better, all algorithms were initialized with the same layout, the result of
a pca dimensionality reduction into two dimensions (Kobak and Linderman, 2019).
By default, umap uses the spectral embedding as input, which changes the layout
slightly, but not fundamentally. Additionally, as mentioned in § 3.2, the parameters
a and b were set to one throughout, unless stated otherwise.1 The results of the
initialization and the parameters of the affinities can be observed in Figure 5.6(e).
Furthermore, unless stated otherwise, all algorithms were run for 750 iterations
to ensure convergence. In the case of t-sne, this was split up into two phases.
The first is called early exaggeration phase, where the exaggeration parameter ρ
is set to ρearly = max(12, ρ).2 This helps separating clusters early on, when the
unexaggerated attractive force might keep them split up. The early exaggeration
phase lasted for 250 iterations and afterwards it was optimized for another 500. The
learning rate for t-sne was set to η = n/ρearly , as suggested by Belkina et al. (2019).
Moreover, the aforementioned paper suggests to use a small scale for the initial
layout. This has been done for t-sne, for umap it was set to its default. Values can
be seen in Table 5.2
We used the mnist handwritten digits dataset (LeCun et al., 1998) to demonstrate
most effects, although the observations are not limited to it. The dataset consists of
70 000 points which have 748 dimensions, each value corresponding to a greyscale
value of a pixel in a 28 × 28 image. Choosing the mnist dataset has the benefit
that it is well-known, but also exhibits properties like a discrete cluster structure
that can be transformed into a smooth continuous structure. This effect is visible
in Figure 5.1, where one can observe the transformation by following the arrow in
reverse. To further support the findings, we have also considered other datasets,
including synthetic as well as real-world biological data, which will be displayed in
§ 6, along with a quantification of the similarities. Ablation experiments have been
performed and are discussed in § 5.2 and 5.3.

[
In Figure 5.2, a synthesized dataset is shown, reminiscent of a developmental trajectory. It shows that the structure that it being displayed by umap is featured in the
slightly exaggerated layout of t-sne. By pronouncing the attractive forces further,
the continuous structure of the dataset is starting to get more visible. This leads to
a visual similarity to that of fa2, which ultimately converges to the layout of le. As
such, the postulated relationship seems to hold. With this experimental evidence in
mind, we can turn to a real-world dataset that should feature more intricate details
that need to be modeled.
The result of that can be inspected in Figure 5.4. The data has been published
by Kanton et al. (2019) and details gene expressions of single cells over the course
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1. By default, they are set to a ≈ 1.6 and
b ≈ 0.9.

2. An early exaggeration of 12 is considered
default behavior for all known implementations of t-sne.
Table 5.2: The standard deviation of the layout prior to optimization. Note that most
algorithms are fairly robust to the value, see
Figure 3.3(b). In the case of le, no initial
layout is used, as it computes the eigenvectors.

Name

Initial σ

t-sne
umap
fa2
le

10−4
10
1000
—

(a) le

(b) t-sne ρ = 30

(c) t-sne, ρ = 2

1

(e) fa2

(d) t-sne

10

10

(f) umap

Figure 5.2:
Synthesized developmental trajectory simulated with
20 isotropic 50-dimensional Gaussian
“blobs” that are linearly spaced along
a line. Per cluster 100 points were
sampled and the means are 6 standard
deviations apart from their neighbors.

step 1
…
step 10
…
step 20

10000

10

of four months. For this dataset, too, the visual similarity between fa2 and t-sne,
ρ = 30 as well as umap with t-sne, ρ = 2 is striking.
By carrying out the experiments and confirming that the similarity is unlikely
to be incidental, we can now turn to the details of the algorithms. We will start by
examining the neighborhood graph structure induced by the construction algorithms.
Stage 1

Stage 2

Rn×d 7−−−→ Rn×n 7−−−→ Rn×s
Figure 5.3: The two stages of visualization.
For the experiments, s = 2.
Table 5.3: Default choices of neighborhood
graphs for the techniques in the right column.

Stage 1

Stage 2

pnn
umap-nn
knn
knn

t-sne
umap
fa2
le

5.2

the choice of neighborhood graphs

In general, there are two stages for creating a Neighborhood Embedding (ne),
shown in Figure 5.3. This does not account for any preprocessing via pca or transcriptomic data preprocessing, which is considered to be done in advance. For the
first stage, some algorithms have been introduced in § 2; for the second stage examples have been given in § 3 and 4. Table 5.3 shows the default choices for creating
the neighborhood graph for the algorithms listed in the second column.
All listed nn graph construction algorithms have one major parameter for varying the size of the neighborhood. As can be seen in Figure 5.4, the developmental
trajectory for panels (c), (d), and (f) are not well connected. By considering more
neighbors, the graph has a better chance to connect neighbors between clusters and
thus forms a more continuous layout, which matches the underlying biological
data. Displayed in Figure 5.5, it shows that this intuition only holds partially true.
It displays the same data as shown in Figure 5.4, but the graph construction has increased the neighborhood sizes tenfold. The values for ρ have been slightly changed,
but are still in the range of low exaggeration for Figure 5.5(c) and moderately high
exaggeration for (b).
Some clusters have merged and form a trajectory in the case of the embeddings
in the aforementioned panels, but the discrete structure is still apparent. While
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(a) le

(b) t-sne ρ = 30

(c) t-sne, ρ = 4

(d) t-sne

1

(e) fa2

10

(f) umap

Figure 5.4: Cells sampled from a human brain organoid at 7 distinct time
points (Kanton et al., 2019). Sample
size n = 23 272 and the dimensionality has been reduced to 50, as done
for all datasets. Böhm et al. (2020, Figure 3).
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(b) t-sne ρ = 20
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(c) t-sne, ρ = 3

1

(e) fa2

(d) t-sne

10

10

(f) umap

Figure 5.5: Human brain organoid,
same data as in Figure 5.4. Neighborhood sizes have been scaled by a factor
of ten: k = 150, P = 300. Böhm
et al. (2020, Figure S3).
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(a) Default t-sne

(c) fa2, repulsion by degree

(b) knn t-sne

10
(e) Default umap

10
(f) umap, a = b = 1

10
Figure 5.6: Variants on neighborhood
graphs, affinities, and repulsive forces,
demonstrated on the mnist dataset. k =
15 for all knn. Default umap uses the spectral embedding as initialization, and the values noted on page 21. Figure from Böhm
et al. (2020, Figure S1).

3. The approach for the umap-nn graph
computes the graph similar to t-sne in that
it calculates the perplexity for only the 3k
closest neighbors of a given point. Because
the knn graph only has k nonzero entries,
the number of negative samples per point
will only be νk instead of ν3k.

4. The values need to be normalized for
t-sne, whereas for umap this does not affect
the shape of the layout.

10

(d) fa2, fixed repulsion

10000
(g) knn umap, a = b = 1

1000
(h) knn umap, a = b = 1,  = 1

10

10

the visualizations changed, the similarities did not, meaning that the postulated
relationship appears invariant over the neighborhood size, if both are scaled appropriately. This also means that the exact number of nearest neighbors for a given
algorithm does not influence the comparison between the two.
While the parameter of the nn graphs does not influence the relationship, the
algorithm for constructing it might. So far, only the default choices for the embedding methods, as noted in Table 5.3, have been displayed. To measure the impact
of the choice of graph, we performed experiments by switching the neighborhood
graph and comparing the visual output. Furthermore, the affinities were changed,
such that we can assess the effect of  from the umap loss in Equation 5.2 and the
effect of the edge repulsion for fa2 (cf. Equation 3.12 on page 22). The results of
this analysis can be observed in Figure 5.6. It shows that the visual display does not
differ too much, irrespective of the choice of the nn graph. When using the knn
graph for umap, the number of nearest neighbors is roughly decreased by a factor
of three,3 this also has the implicit effect of shortening the number of steps during
the optimization. This explains the difference between the inter-cluster distances
in Figure 5.6(f) and (g).

5.3

affinities and decaying forces

Taking a closer look at the affinities and how they vary in Figure 5.6 shows that
Figure 5.6(h) and panel (b) are equal up to the normalization constant and optimization procedure. The affinities have been calculated in the same way and the
graph structure is equal, too.4 Because the maximum of the repulsion is much
lower than it would be for the default case with  = 10−3 , the repulsive forces are
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not as strong. As a result, the clusters contract more, as a single negative sample
will contribute less repulsive force. Comparing Figure 5.6(h) with 5.6(b) is direct
evidence that the optimization of Lumap is affecting the visualization.
Other than that, it can be observed that the difference between the default configuration for t-sne and the one with a knn graph is negligible (cf. Figure 5.6(a)
and (b)).
The same applies to the two different configurations for fa2 in Figure 5.6(c)
and (d), where only the scale of the layout has changed. As mentioned in § 3.3,
Equation 3.12, the repulsion by degree can be thought of as a constant for a knn
embedding. In turn, the observed effect on the layout should be similar to what can
be seen in the upper row of Figure 5.1, where the increased exaggeration of t-sne
transforms the visual appearance significantly. Consequently, it should be expected
that fa2 would change its layout, too, as the repulsive forces decrease by a factor
of approximately k2 to 1. As alluded to in § 3.3, the attractive forces do not decay
for fa2. With t-sne and umap the attractive forces depend on the distance in both
the low- and high-dimensional case, meaning that points that are far apart will not
feel a large attractive force. This is not the case for fa2, where this attraction will
stay constant, as the high-dimensional affinities are fixed. As such, the repulsion
can act on the points until the repulsive forces strikes a balance with the attraction.
Consider a balanced embedding optimized via fa2, meaning that the forces from
Equation 3.12 are in an equilibrium for each point, which can be expressed as
repulsion

z
}|
{
attraction
z
}|
{
1
vij (yi − yj ) = 2 (yi − yj ) .
dij
If the embedding is now rescaled by a factor of c, the following happens:
vij c(yi − yj ) 6=

1
c(yi − yj ) .
c2 d2ij

The factor c2 appears as d2ij depends on the distance in the low-dimensional embedding. To restore the original balance, the right-hand side needs to be multiplied
with c2 , giving
c
vij c(yi − yj ) = 2 (yi − yj ) .
dij
This means that multiplying a factor c to the repulsive force will only lead to
√
rescaling the embedding by a factor of c. This holds true for the panels (c) and (d)
in Figure 5.6, where the scale is changed by a factor of approximately k as the
repulsion by degree is removed, which is ≈ k.
We can conclude that fa2 cannot be moved along the attraction-repulsion
spectrum, at least not by adjusting the balance between the attractive and repulsive forces. Scaling the forces of fa2 with a constant will result in the same force
equilibrium that is only scaled by the square root of that constant.

5.4

the spectrum of umap

Turning to umap, we can attempt to recreate the same spectrum that was spanned
with the exaggeration factor of t-sne. By decreasing the repulsion, the layout should
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(a) γ = 1

(b) γ = 0.1

10
Figure 5.7: Decreasing the repulsive forces
for umap. Figure from Böhm et al. (2020,
Figure S2).

(a) t-sne, ρ = 2

1

(b) umap, ν = 5

10

Figure 5.8: Increasing ν for umap as an analog to increasing the repulsion. The dataset
is a random subset of mnist consisting of
6 000 points. The number of iterations was
increased to 3 000 to ensure convergence.
Panels (a) and (e) for reference. Figure from
Böhm et al. (2020, Figure 5).

(c) γ = 0.01

10

(d) γ = 0.001

1

(c) umap, ν = 500

100

0.1

(d) umap, ν = 2000

100

(e) t-sne

10

converge to the result of le. Figure 5.7 presents the result of that endeavor, showing
a progression towards the expected visual layout. The layout slightly rotates in
Figure 5.7(d) due to the instability of the process. While the parameter choice for ρ
in Figure 5.1 was moderate, the values displayed here for γ are larger by an order
of magnitude. Nevertheless, convergence to le is evident and can be achieved by
careful tuning of the hyperparameters.
Going into the opposite direction – increasing the repulsion – can be done in
two ways. One option is to simply increase γ, the inverse of increasing the attraction.
By doing so, a few samples, picked at random, would exert stronger repulsive forces.
This quickly leads to a situation where points are shooting away from each other
rapidly and the force equilibrium that should be established could drown in noise
instead. The other option, suggested at the beginning of this chapter, is to increase
the number of negative samples. Because more sampling should lead to a better
estimate of the true gradient, this option should be preferred.
Unfortunately, as the number of negative samples increases, so does the computational cost of the algorithm. Having the number of negative samples ν scale with
the number of datapoints n would result in a runtime complexity in the order of
O(n2 ). This is in not feasible for regular datasets. Despite this, a small-scale experiment is shown in Figure 5.8. It demonstrates that the layouts become more similar
as ν increases. For umap the inter-cluster distance decreases, while the cluster sizes
themselves expand. As a side-effect of the optimization procedure, the noise in the
layout increases as well, visible in some stray points and in the deteriorated cluster
in the bottom of panel (d). In order to further investigate the effect of the loss as
defined by umap, the optimization routine needs to be changed.
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(a) γ = 0.0001

(b) γ = 0.01

10

5.5

(c) γ = 1

100

(d) γ = 0.01, ee

100

100

The gradient of the loss function as it is being optimized is formulated as
∂Lumap X
=
vij wij ||yi − yj ||
∂yi
j
"
#
ν
X
1
−
Ej∼U(n)
w ||yi − yj || ,
2 +  ij
d
ij
1
where the problematic term is the latter line of the equation. By replacing the
negative sampling procedure by a more consistent approximation technique, we
can get a more accurate picture of the effect of the loss function for umap. Using
bh for approximating the gradient changes the equation to
∂Lumap X
=
vij wij ||yi − yj ||
∂yi
j

−

j∈N(i)

1
wij
2
dij + 

100

Figure 5.9: Optimizing umap with bh
instead of negative sampling. Panels (d)
and (e) were initialized with panel (a).
Böhm et al. (2020, Figure 6).

isolating the loss of umap

X

(e) γ = 1, ee

!
||yi − yj || .

N(i) denotes the set of all points, as approximated by the quadtree in the bh
algorithm. This will be in the order of log n because points that are far away get
summarized. This makes the procedure efficient enough for moderately sized to
large datasets, including mnist.
We have implemented the optimization of umap via bh with the help of
opentsne (Poličar et al., 2019) in order to be able to illustrate the difference in
optimization routine choice. The result shows that for the default value of γ = 1
the repulsive forces outweigh the attractive ones by a large margin and the image
looks like a ball of noise, visible in Figure 5.9(c). By decreasing the repulsive force,
shown in Figure 5.9(b), we can recover an image that starts to resemble that of t-sne.
Furthermore, we can emulate the technique of early exaggeration by initializing
the embedding with an already optimized embedding, in this case that of umap as
shown in Figure 5.9(a). This leads to the images 5.9(e) and (d), which appear similar
to t-sne with ρ = 1/2 and ρ = 1, respectively. For the case of mnist, we can
recover a well-separated cluster structure that is in agreement with the spectrum that
has been spanned by t-sne. But knowing how to set the value of γ is a question that
arises if the structure of an embedding is supposed to carry over to other datasets
than the one shown.
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5.6
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ρ
Figure 5.10: The final normalization constant as calculated by t-sne, as a function
of ρ for the mnist dataset.
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finding the normalization constant

As the section title suggests, the objective is to find the value that will balance
the equilibrium between the attractive and the repulsive forces. If this value is
known for a given dataset, umap can be applied and correctly converge to any given
embedding that lies on the attraction-repulsion spectrum.
To determine this value, we can investigate how the normalization constant
behaves for t-sne. This is illustrated in Figure 5.10, which shows that for the default
t-sne embedding the normalization constant needs to be set to 10−2 , which is
correctly reflected in Figure 5.9(d). Note that the value of the y-axis in Figure 5.10
has ρ in the denominator, which does not change the balance of the attraction and
repulsion for Equation 5.1. The plot also shows that in order to get a layout that
equals that of t-sne with ρ = 4, the normalization constant needs to be set to
about 10−4 , which can also be observed in 5.9(a).
What can additionally be observed in the plot is that the behavior of the normalization constant with respect to ρ is nonlinear. Assessing it from another angle
by changing n as done in Figure 5.11 reveals that the behavior with respect to n is
not easily predicted either.
On the one hand, determining the normalization constant a priori seems to
be infeasible for an arbitrary dataset. On the other, without it, umap cannot be
adapted to span the entire spectrum. This deficit cannot be overcome by simple
adjustments to umap itself. By implementing the bh optimization for umap,
we have reimplemented a variant of the elastic embedding algorithm (CarreiraPerpiñán, 2010). In the publication, the author discusses the issue of finding the
optimal hyperparameter to create a good embedding, which corresponds to Z
(§ 4.2). The only noteworthy difference is that the elastic embedding employs the
Kullback–Leibler divergence loss instead of fuzzy set cross entropy.
One way to improve umap considerably is to change its optimization routine
to use nce instead of negative sampling. For a marginal increase in computation –
estimating n + 1 variables instead of n – the procedure gains a better theoretical
footing and the local optimum that it will converge to is easier to understand.
For the case of t-sne, ncvis (Artemenkov and Panov, 2020 and § 4) offers an
implementation that optimizes Lt-sne with the help of nce instead of fmm or
bh. As the loss functions Lt-sne and Lumap are remarkably similar, the embedding
quality should reflect that.

Figure 5.11: The value of the final normalization constant as calculated by t-sne, plotted as a function of the dataset size n, by
subsampling from the full mnist dataset.
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Quantifying the Embedding Similarity
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Figure 6.1: Heatmap of the distance correlation with umap over various sample sizes
and parameters for ρ. The black line marks
the maximum correlation coefficient.

Distance correlation

Distance correlation is a recently introduced measure for measuring a correlation
between two random variables (Székely et al., 2007). An alternative interpretation
of the distance correlation gives rise to the energy distance, which can be thought
of as a metric between two random variables. By interpreting the layout generated
by one of the embedding methods as being generated by a random variable, this
allows us to quantify the similarity between two visualizations. As the name suggests, it computes the correlation based on the distance, meaning that it created a
pairwise distance matrix. As mentioned throughout this thesis, calculating a full
distance n × n matrix induces a quadratic complexity constraint and thus makes it
infeasible for large datasets. To the authors knowledge, there is no way to speed up
the computation, unless only random vectors of dimensionality 1 are considered
(Chaudhuri and Hu, 2018). Hence, the distance correlation was calculated from
a random subsample of 5 000 points as an estimation of the true distance correlation. We have employed the sampling strategy to calculate the distance correlation
throughout. We have further verified that the values are similar to calculating the
Spearman rank correlation coefficient (Spearman, 1904) on a subset of the distance
matrix. The implementation leverages the code from the package dcor (Carreño,
2017).
To further assess whether the chosen approximation of the distance correlation
is suitable, a number of subsamples can be taken from a dataset, optimized, and
used to calculate the correlation distance. The resulting value should not differ
too much from the correlation on the full dataset. Figure 6.1 shows the result of
that experiment on the mnist dataset. As the sample size increases, less points are
sampled from the resulting embedding, proportionally. Nevertheless, the value of
the distance correlation does not vary much over the different sample sizes. The
decreased dataset is not identical to the full mnist dataset, hence some fluctuation
can be expected, but the general shape is preserved.
In Figure 6.2, the distance correlation is plotted for various values, spaced
logarithmically in [1, 100], of the parameter ρ against both umap (
) and fa2
(
). For umap, it can be thought of as a slice of the rightmost column in the
previous figure, although the range of ρ is extended. The function achieves its
maximum at or close to the predicted values that are shown in Figure 5.1. In the
following, more experiments with measurements of the distance correlations are
presented.
The plots show seven panels with six embeddings generated by le, two different
values for ρ in the algorithm t-sne plus the default, fa2, and umap. The values
for ρ were set to 30 and 4 for all but Figures 6.9 and 6.10. As can be seen from the
respective correlation values in 6.9(g), the difference is negligible. The postulated
relationship between ρ ≈ 30 with fa2 and ρ ≈ 4 with umap is robust and
holds for all datasets presented. As the eigenvectors of the spectral embedding are

umap
fa2
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Figure 6.2: Distance correlation for the full
mnist dataset.
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Figure 6.3: Kuzushiji-mnist. Data
from Clanuwat et al. (2018). Same
dataset size and number of classes
as the traditional mnist. Insets in
panel (d) correspond to the classes.
The data contains handwritten kanjis.
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Figure 6.4: Fashion-mnist. Data
from Xiao et al. (2017). Same dataset
size and number of classes as mnist.
The data contains 28 × 28 pixel
scans of clothing articles.
T-shirt
Trouser
Pullover
Dress
Coat

102

ρ

1

Sandal
Shirt
Sweater
Bag
Ankle Boots

0.9
100

10000

10

101

102

ρ

46
k = 15

(a) le

(b) t-sne ρ = 30

(c) t-sne, ρ = 4

1

(e) fa2

(d) t-sne

10

10

(g) Distance correlation

(f) umap

umap
fa2

Figure 6.5: Kannada-mnist. Data
from Prabhu (2019). Same dataset
size and number of classes as the traditional mnist. Insets in panel (d)
correspond to the classes. The data
contains handwritten letters from the
Kannada language.
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Figure 6.6: Single-cell rna-seq data
of a hydra (Siebert et al., 2019). n =
24 985 and dimensionality was reduced to 50 via pca. Color corresponds to cell classes:
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Figure 6.7: Mouse cortex from Tasic
et al. (2018). Sample size n = 23 822,
data was reduced to 50 dimensions
with pca. Colors are taken from
the original publication (warm colors: inhibitory neurons; cold colors: excitatory neurons; gray/brown:
non-neural cells). We added Gaussian noise to the le embedding in
panel (a) to make the clusters more
visible. In this dataset, the knn graph
is disconnected and has six components, resulting in six distinct points
in the le embedding.
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Figure 6.8: Transcriptomic data of
a zebrafish embryo (Wagner et al.,
2018). Sample size n = 63 530. Colors represent to hours post fertilization (hpf).
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Figure 6.9: Chimpanzee organoid
from Kanton et al. (2019). Sample
size n = 36 884 and data has been
reduced to 50 dimensions via pca.
Color legend in Figure 6.10.
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Figure 6.10: Chimpanzee organoid
with tenfold increased neighborhood
size, k = 150 and P = 300. Data
source is the same as in Figure 6.9.
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invariant under scaling, the final embedding has been flipped (multiplied by −1)
along its x- or y-axis in order to align it with the rest of the dataset.
In general, all the figures exhibit the same visual similarity between different
levels of exaggeration in t-sne and fa2 and umap. For the evaluation of the correlation, only the relative value of a single curve is relevant, neither the absolute, nor
the relative difference between the two functions. The correlation distance does
not always agree as well with the chosen value, especially in Figures 6.5 and 6.6,
where the maxima of the correlation for both curves are close to each other. In
the case to the former figure, the panels (e) and (f) look similar, which explains the
similarity in the correlation. Despite this, umap achieves high correlation values for
the case ρ = 4, where the marked maximum could be due to noise in the process
of calculating the correlation coefficient.
For Figure 6.5, the maximum and the overall shape of the curve is equal, despite
panels (e) and (f) not appearing similar. The cause for this is unknown and seems
to be a systemic issue in the dataset, as even flipping the embedding created by le
along the x- or y-axis could not align it with the other visualizations.
Other than the issues with the correlation values that have been discussed, the
figures show that the assessment is accurate for all datasets considered. This is
direct empirical evidence for the hypothesis that was formulated at the beginning
of Part II.
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Discussion & Conclusion
We have formulated a definition for Neighborhood Embedding (ne) methods and
presented an overview of various techniques that follow this paradigm, starting
from an ambient space over building up the neighborhood graph to embedding
it in a low dimension. All significant modern ne visualization techniques can be
expressed as a point on a spectrum that can be spanned with changing one effective
parameter ρ of t-sne.
By interpreting the mathematical formulae as attractive and repulsive forces,
the balance between the two forces can be varied. We investigated this spectrum
and showed how it relates to a trade-off between bringing out a continuous or
discrete cluster structure from the underlying data. To the authors’ knowledge,
this interpretation of algorithms that are based on forces has not been previously
studied in this setting.
Along with investigating the spectrum, we have made observations about the
ne algorithms that lie on this spectrum. Probing their qualities and flexibility,
it became apparent that some reveal flaws of the underlying algorithm, be it the
inflexibility of the force-directed graph drawing or of optimization routines like
negative sampling. We showed that:
• umap generates a different layout due to its biased optimization strategy instead of
the loss function or other theoretic considerations.
• fa2 as a force-directed graph layout algorithm cannot be adapted by linearly changing its attractive or repulsive force, due to non-decaying attractive force.
To this end, several adaptions in the form of code have been carried out as part of
the thesis:
• The source code for umap (McInnes et al., 2018) was adapted to account for the
student affinity kernel (cf. Figure 3.6).
• The source code for fa2 (Chippada, 2017) was changed to disable the edge repulsion
(cf. Figure 5.6(d)) and extend the optimization routine with custom callbacks.
• umap with bh optimization (cf. Figure 5.9) was implemented by leveraging the
quadtree code from opentsne (Poličar et al., 2019).
• Generalizing the layout of fa2 to the energy models by Noack (2009), shown in
Figure 3.9, was implemented with opentsne as well.
In addition to the various figures shown throughout the thesis, animations of the
optimization procedures have been created. While unsuitable for presentation in a
thesis or scientific paper, the animation has helped for debugging and improving
the intuition of the optimization procedures itself. Samples can be provided on
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request. Further miscellaneous contributions to open source projects are detailed
in Appendix C.
By introducing the notion of a spectrum for nes, we show that the quality of an
embedding does not have to depend on the chosen algorithm, but instead the
researcher can think of the features the resulting embedding should focus on. In the
transcriptomic community all three presented algorithms – t-sne, umap, and fa2 –
are in active use, but there is no consensus as to which one is superior. The work
presented here does not answer this question in a definitive way but instead provides
information on which strengths and weaknesses each choice implies. By basing the
choice on the continuous spectrum, the discussion becomes grounded on a better
scientific understanding instead of a personal preference for one algorithm over the
other. While this can make a decision more rational, it also makes it more biased.
By showcasing the flexibility of ne techniques, a visualization can be constructed in
a way that highlights the features that support a researcher’s argument, while other
details that are in disagreement can be less pronounced or possibly hidden. As such,
the choice itself still needs to be justified and should be done so transparently. For
this task, the attraction-repulsion spectrum can offer a good explanation for the
rationale behind a visualization. We expect this to become an important task, as
visualizations of high-dimensional data permeate more and more research fields,
as complex, high-dimensional data becomes available for analyzing various tasks.
Especially in critical domains, such as population genetics (Karczewski et al., 2020)
the need for explanation should be self-evident. As the demand for explainable
in neuronal networks has increased over the years, resulting in its own branch of
research, this, too, could transfer to nonlinear visualization techniques, albeit on a
smaller scale. While the work presented here is by no means exhaustive, it has the
possibility to function as a first step in that direction.
Future research Plenty of directions for future research exist. One of the key
theoretical insights, that would improve the claims made in this thesis, is a formal
analysis of negative sampling. Being introduced as an ad-hoc optimization strategy
it is surprising that it is still being used. The trade-offs one has to make while
employing negative sampling are not well understood, so a formal treatment of
this topic would be beneficial in making the advantages and disadvantages more
explicit. While convergence guarantees and efficiency of nce stand on a theoretical
foundation, those properties are not assured for negative sampling. This would also
have implications for the popular model word2vec, as it also leverages negative
sampling (Mikolov et al., 2013).
Another opportunity to explore is the relationship between knn and the other
nn methods. It was shown experimentally that parameter settings exist that produce similar results irrespective of the graph construction (cf. Figure 5.6). But how
the nearest neighbor methods relate to each other in general is not clear. As mentioned in § 2.1, the work by Samworth (2012) suggests that they could be equivalent.
Transferring that to the concrete case at hand when comparing unweighted knn
to pnn graphs could be another line of work that could solidify understanding of
ne methods in general.
One of the unanswered questions of the thesis is that why fa2 gets mapped
to a particular place on the spectrum. While it is clear why it cannot move along
the spectrum, the question that arises is why it can be placed on it at all. Whether
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this is incidental or due to a property of force-directed graph drawing algorithms
requires further investigation.
While talking about the spectrum, the final thought for future research mentioned in this work concerns the spectral embedding. Having been scrutinized for
its properties in clustering and visualization, it is virtually unused for the latter task,
in comparison to the other three ne techniques. Developing a repulsion potential
for le could transfer the theoretic properties of the spectral decomposition to other
visualization methods. Unless the speed degrades significantly due to the extension,
its computational speed would be at least competitive with other ne methods, if not
faster. Leveraging theoretical considerations and highly optimized linear algebra
libraries give it a significant speed advantage compared to the other contemporary
algorithms. Due to its statistical guarantees, the inclusion of a repulsive force for le
would aid the explainability. Furthermore, as an indirect improvement, it would
help understand how t-sne behaves and could shed light on the role of the repulsive
force in itself, as this remains a part that is data-agnostic but has a significant effect
on the final visualization.
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Abbreviations and Acronyms

ann

approximate nearest neighbor

bh

Barnes–Hut

em

Expectation-maximization

fa2

ForceAtlas2

fmm

fast multipole method

fr

Fruchterman–Reingold

knn

k-Nearest Neighborhood

le

Laplacian Eigenmaps

lle

Locally Linear Embedding

mds

multidimensional scaling

mnist

Modified National Institute of Standards and
Technology

nce

noise-contrastive estimation

ncvis

Noise-Contrastive Visualization

ne

Neighborhood Embedding

pca

principal component analysis

pnn

perplexity-based Nearest Neighborhood

sne

Stochastic Neighborhood Embedding

t-sne

t-Distributed Stochastic Neighborhood Embedding

umap

Uniform Manifold Approximation and Projection

A
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Code Contributions
Issues or surprising behavior came up while using different open source software.
The inconveniences have been mentioned to the respective projects and the majority
has been fixed. Most changes have been merged back into the project, with some
still pending.
Documentation in Annoy To ensure the reproducibility, the seed for the random
number generator needs to be fixed. While the functionality exists in the library, it
was not documented. The addition to the documentation has been merged into
the project.1
Documentation in sklearn The eigensolver amg uses the global seed created by the
numpy library. This prevents runs from being reproducible despite passing a fixed
random state to the spectral embedding function. The pull request documents the
caveat. It is currently pending.2
Extension to pipelines in sklearn The pipeline object from sklearn is currently
not able to be created when specifying a transductive model. The patch fixes this
behavior and warns the user that the model does not induce a model. Currently
pending.3
Title placement in Matplotlib under special conditions When cropping the image
for saving only a subset of the full image, the title placement works unexpectedly.
This issue has been raised at the project and subsequently fixed and closed.4
Gradient clipping in opentsne Dmitry implemented gradient clipping for the
project as some points caused numerical instabilities in the calculation of the repulsive force. The code has been merged into the project.5
Default learning rate in sklearn Using a higher learning rate is beneficial for
convergence as demonstrated by Belkina et al. (2019). Changing the default behavior
in sklearn would align it with other popular implementations, like opentsne.
Maintainers have asked for this to be discussed at the development platform and
the issue has been raised.6
Bug in ncvis During our investigations, we have encountered a bug in the implementation of ncvis when multithreading was used. We have pinpointed it to a
missing synchronization barrier and the bug has been fixed.7 The bug was reported
in a private mail conversation with the authors and the code was prepared by the
author of this thesis.
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